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Abstract

 Recognizing Textual Entailment (RTE): classifying pairs of sentences by labeling them according to some set of logical relations
* Natural logic: a set of relations and an associated, deterministic reasoning system for classifying sentence pairs
 Recent success on this task with artificial neural networks and current datasets: what implications does this have for artificial

networks’ ability to learn a system of logical reasoning? (more specifically, the language in question?)

Task requirements

Recent work suggests networks are very good at this task (at least on existing datasets)

This is often taken to mean that neural networks are good at performing this task in general....

..which, in turn, is taken as evidence that networks are capable of learning complexlogical semantics

Given a hypothetical system that performs well on some RTE dataset, what can be concluded about the system?

Solution Generality Continuum

* If truly generalizable patterns of reasoning are used, expansions to the target language will require minimal increases in training

data (the patterns should continue to generalize as the language grows past what was seen in training).
* If the network has only learned a set of locally generalizable heuristics: a majority of the new samples must be added to the training

data in order for the model to learn expanded target languages.

A few potential solutions, shown in order of generalizability. Solutions are ranked by how much of the language’s pair space must be used as training
data (shown in green) in order for the system to reach ceiling performance.
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Recognhizing textual entailment

* Entailment: A logical relation defined over sentence pairs where, if the first sentence is true, then the second sentence must also be

true (for example, the first sentence of each row in A entails the second sentence). Suet ses 50% of pairs, but
ystem memorizes o O] pairs, ou

* The ability to recognize textual entailment has many practical applications in natural language processing
e Commonly used to train artificial neural networks; many datasets for this task exist

* Pairs of sentences, together with an entailment label

e Labels are either collected from human judgments or calculated using a system of logical reasoning such as natural logic

* A wide variety of systems for classifying logical relations on sentence pairs, basic three-way classifiers (Entailment,
Contradiction, Other) to more complex systems such as Natural logic that use seven classifiers (Including reverse
entailment; the second sentence of each row in A reverse entails the first sentence).

Natural Logic Relations | Set-Theoretic Definition
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Relations in natural logic (a subset of which are shown here) are
defined set-theoretically 3 - & K
* In natural logic, relations are defined set-theoretically (in the chart above, “ " " ] )
relationships in natural logic notation are shown together with their set-theoretic m - - - =
definition )
 Words representsets of entities; sentences represent sets of possible worlds
 Forexample, warthogs are a subset of pigs; therefore warthog \ pig
* All pigs swim is defined as the set of worlds where pigs are a subset of
things that swim
* Since warthogs C pigs it follows All pigs swim + All warthogs swim.
e Sentential relations are a function of the relations between component lexical item
* i.e, natural logic determines that All pigs walk entails All warthogs move
based on:
1. The relation between Pigs and Warthogs,
2. The relation between walk and move,
3. How to determine the relationship between two sentences based on
the relationships of their parts

The lexical relationships between some

nouns (above) and verbs (below) are
shown here in natural logic notation.
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System generalizes well; training data includes
only enough examples to deduce lexical relations

System does not generalize, but

memorizes each sentence pair
different order (Memorizes <A, B> individually

generalizes to <B, A>)

generalizes between the same pair in a

Possibilities: Two extremes

1. It might have learned a complete system of reasoning, lexicon, and grammar for the language
e Correct lexical representations and relations; how to compose sentences, calculate phrase relations, etc.)
e Would perform well after training on only a few examples

2. It may have memorized a large set of sentence pairs and relations
e \Would perform well only after training on ALL or NEARLY ALL examples

Intermediate possibilities: between the extremes

1

Memorizes all sentences except those in the equality relation (these can be detected by a simple, generalizing rule)

4. Memorizes half of all the possible sentence pairs, but calculates the inverse pairs’ relations with a set of simple rule
e Would perform well if trained on half the data

5. Detects patterns unique to the dataset it was trained on (distribution of relations over sentence pairs, features of the
vocabulary functioning as cues for relations, etc.)

 RTE systems can be evaluated relative to a continuum of generalizability (above)

 Goal: Find a training and test setup that will show how general of a solution the system has learned

e Setup: grow the language (ex. Add a new noun, which combined with the existing lexicon expands the space of possible
sentences and pairs)

 Test how much information the network needs to learn a new vocabulary item; the more information required, the less

general the solution

Solution Generality Continuum

A few potential solutions, shown in order of generalizability. Solutions are ranked by how much of the language’s pair space must be used as training
data (shown in green) in order for the system to reach ceiling performance. As the language grows, some percentage must be added to training (dark
green) while the rest can be used as test data (shown in dark grey)
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System generalizes well; new training
data includes only enough examples to
deduce lexical relations

System requires half of new sentence
pairs to be in the training data
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System does not generalize,
requiring all the new sentence pairs
to be in the training data




