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AudioBNC is a corpus of spoken,
spontaneous speech that was compiled
in the 1990s by the British National
Corpus(BNC) Consortium. I t features
recordings of different speakers of
British English across dialects, ages,
and social backgrounds.
The dialogues were then transcribed
and "aligned"; that is, the transcriptions
were matched in time with the part of
the recording they're in.

What is AudioBNC?

The AudioBNC was automatically
aligned and since the recordings were
done unprofessionally, the alignment is
plagued with problems, where the audio
and the transcription could be off by
over 30 seconds, which is untenable for
any solution.
Since the corpus contains hundreds of
hours of dialogue, an automatic solution
for determining recording quality(and by
extension transcription quality) had to
be found.

Bad AlignmentGood Alignment
The SPeech Across Dialects of English Project is
a collaboration between five universities seeking
to develop user friendly software to allow linguists
to compare multiple English speech corpora and
see how English has changed over time and
space.
AudioBNC was one such corpus that was
included to see British speech as it was spoken in
the 1990s, although it needed a significant
overhaul to be ready for analysis.

SPADE Project

ISCAN is a web interface allowing for user-friendly interaction with multiple
corpora. While the backend analysis is fairly stable and developed, the
frontend web interface is currently under development which was an aspect
of this project.

ISCAN

Ultimately the classification was performed
using a decision tree, which was chosen for
its high degree of interpretabil ity.
Additionally, it was tuned to prefer high
precision to high recall , e.g. , to ensure that
all utterances labeled good were in fact
good, rather than ensuring a very large
"good" subset which contained more false
positives.

Classification

First each conversation was split into
utterances, continous segments of speech
separated by 150ms or more of si lence.
Then, each utterance was re-aligned with the
MFA to compare to the original alignment.
Large differences between alignments
implied the original audio was difficult to
align.
The other features used were utterance
duration, word length and harmonic-to-noise
ratio.

Features

About 30 minutes of dialogue was
annotated by hand with notes as to
whether it had a "good" or "bad"
alignment.The causes of bad data
included such things as extremely quiet
speech, overlapping conversations,
loud background noise, or people
playing with the audio equipment.

Data Quality

What was the
problem?




