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ABSTRACT 
A longstanding literature in development economics holds that improvements in 
agricultural technology can trigger episodes of structural transformation and economic 
growth. Consistent with this view, several recent papers suggest that agricultural 
productivity differences are closely related to differences in income per capita across 
countries. This paper offers a new approach to decomposing cross-country income 
differences into their agricultural and non-agricultural components. Building on the 
model of Gollin, Parente, and Rogerson 2007, I find that agricultural productivity 
differences may account for almost 60 percent of the observed differences in income per 
capita across countries in 2000. This paper also asks whether improvements in 
agricultural productivity are important in explaining economic growth.  
 
 
 
 
 
 
 
 
 
This paper is extremely preliminary and not for citation. This work draws heavily on a continuing collaboration 
with Stephen Parente, University of Illinois, and Richard Rogerson, Arizona State University. In particular, the 
model used for this exercise is taken directly from our 2007 paper, “The Food Problem and the Evolution of 
International Income Levels,” Journal of Monetary Economics 54(4): 1230-1255. However, I hesitate to 
implicate my colleagues as co-authors until they have had a chance to examine and improve the paper. Author’s 
address: 24 Hopkins Hall Drive, South Academic Building, Williams College, Williamstown, MA 01267; e-
mail address: dgollin@williams.edu.  
 
 



“The most opulent nations, indeed, generally excel all their 
neighbours in agriculture as well as in manufactures; but they are 
commonly more distinguished by their superiority in the latter 
than in the former.” 

 
“According to the natural course of things, therefore, the greater 
part of the capital of every growing society is, first, directed to 
agriculture, afterwards to manufactures, and last of all to foreign 
commerce. This order of things is so very natural that in every 
society that had any territory it has always, I believe, been in 
some degree observed. 
 
Adam Smith, The Wealth of Nations (Penguin Books edition, 
1986, pp. 111 and 483, respectively) 

 

1.  Introduction 

As early as Adam Smith, economists recognized that that economic growth is 

accompanied by a sectoral transformation that leads to the movement of labor and other 

resources out of agriculture and into other activities.1 The nature of this transition – and 

the direction of causation – have attracted much discussion and generated a surprising 

degree of controversy. For example, economic historians have debated whether or not 

agricultural productivity improvements preceded the industrial revolution, and 

development economists have argued over whether foreign assistance should give 

priority to agricultural development or industrial development. The stylized facts, 

however, are not in dispute. Kuznets (1966) initially documented the nature of the 

structural transformation in both time series and cross-section data.  

For many years, however, the growth literature largely abstracted from issues of 

structural transformation. Following a brief flurry of interest in multi-sector models in the 

early 1960s, little work was done on this subject subsequent to Uzawa’s early efforts 
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(1961, 1963). Recently, however, a number of researchers have sought to examine the 

importance of structural change in the growth process. Several papers have attempted to 

offer formal models of structural change, industrialization, and growth.2  Some have 

focused on long-run growth processes, and others have sought to explain cross-section 

differences among countries.  

This paper attempts to unite the two approaches. We use a model of long-run 

structural change, calibrated to the three hundred-year growth experience of the United 

Kingdom, and ask what this model implies for today’s cross-country income distribution. 

The model, taken from Gollin, Parente, and Rogerson (2006), reflects Smith’s two 

claims: that income levels are higher in countries with higher agricultural productivity, 

and that agricultural growth precedes industrialization. Specifically, our model requires 

that economies attain a certain level of agricultural consumption before they can begin to 

transfer resources into non-agricultural activities. In this environment, countries with 

higher agricultural productivity will attain this threshold sooner, allowing them to begin 

the process of industrialization at an earlier date.3 Viewed in the cross-section, at any 

moment in time, countries will differ in income per capita because of this transitional 

difference. In addition, they will differ if there are any disparities in non-agricultural 

productivity.  

                                                                                                                                                 
1 Smith referred to agriculture as “the industry of the country,” distinguishing it from “the industry of 
towns,” which included “arts, manufactures, and commerce.”  
2 See, for example, Caselli and Coleman (2001); Echevarria (1995, 1997); Glomm (1992); Hansen and 
Prescott (2002); Irz and Roe (2001); King and Rebelo (1993); Kogel and Prskawetz (2001); Kongsamut, 
Rebelo and Xie (2001); Laitner (2002); Matsuyama (1992); Ngai 2004; Ngai and Pissarides 2007; 
Restuccia, Yang, and Zhu (2004); and Ripoll and Cordoba (2004). 
3 Although we use the term “agricultural productivity,” we take this term to apply generally to anything that 
affects the mapping from aggregate inputs into outputs, including climate and geography, technology, and 
institutional arrangements.  
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In the long run, all countries will make a near-complete transition to non-

agricultural production. In our model, cross-country income differences due to 

agricultural productivity are transitional only; in the (very) long run, the only differences 

in income levels will be due to non-agricultural productivity differences. Agricultural 

productivity, however, affects the timing and pace of countries’ growth experiences. 

Countries with low productivity in the agricultural sector will begin the growth process 

later and will undergo slower transitions to an industrial economy.  

A significant finding of this paper is that long-term agricultural productivity 

differences can account for almost 60 percent of the cross-country income differences 

that we observe today, using the full sample of countries with available data. In our 

analysis, the residual differences can be attributed to a combination of institutional and 

technological factors affecting the productivity of the non-agricultural sector.  

The paper is organized as follows. Section 2 describes the model economy, 

characterizes the equilibrium properties, and summarizes the calibration of the model, 

which is presented in greater detail in Gollin, Parente, and Rogerson (2006). Section 3 

then offers an analysis of cross-country income differences based on the calibrated 

model. Finally, Section 4 concludes the paper.  

 

2.  Model  

This model is explicated fully in Gollin, Parente, and Rogerson (2006). In effect, the 

model economy begins as a one-sector model in which all production takes place in the 

agricultural sector, and it ends as a one-sector model in which almost all production is in 

the non-agricultural sector. In between, there is an extended period of transition. The 
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slow transition reflects the need for the economy to provide for its own subsistence. As in 

Smith’s conceptualization of growth, an economy cannot sustain a non-agricultural sector 

until the agricultural sector can produce a surplus of food; i.e., enough to support more 

individuals than those directly working in food production. 

In our model, exogenous productivity growth in the agricultural technology will 

eventually lead to the production of a surplus. This threshold will be reached sooner in 

those economies with high inherent productivity. At that point, workers will begin to  

move into non-agricultural production, including the production of capital goods that can 

be used either for non-agricultural production or, in a feedback mechanism, in the 

agricultural sector. Eventually, non-homotheticities in preferences will lead the economy 

to produce almost entirely non-agricultural goods, with an asymptotically disappearing 

agricultural sector. Countries with high non-agricultural productivity levels will achieve 

this asymptotic balanced growth path quickly; those with low non-agricultural 

productivity (caused, for example, by barriers or policy distortions) may take a long time 

to reach their balanced growth path, and they will also be poor relative to the world 

leaders at any subsequent point along the balanced growth path. 

A critical feature of the model, which we defend elsewhere, is that we treat all 

economies as closed to trade. Each economy must provide for its own food consumption. 

This restriction matters for the results of the model.  However, we believe that this 

assumption is both useful and approximately consistent with the data.  
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2.1 Model environment 

Preferences 

The model economy is populated by an infinitely-lived representative family, with 

utility defined over non-agricultural consumption, ct, and agricultural (or food) 

consumption denoted by at. Preferences are non-homothetic, with: 
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where β is the subjective time discount factor.  

 These preferences imply that households will consume nothing but agricultural goods 

until consumption reaches the threshold point denoted by a . Beyond that level, they 

derive no further marginal utility from agricultural consumption, so they will spend all 

additional income on non-agricultural goods. In equilibrium this will imply that once the 

economy can produce a  units of agricultural output, labor will begin to move into the 

non-agriculture sector, regardless of productivity levels in that sector. Even if 

productivity levels are low, the marginal value product will be higher in non-agriculture 

than in agriculture. 
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Endowments 

The representative family supplies one unit of time and one unit of land inelastically in 

each period.  

 

Technologies 

Non-Agriculture 

The nonagricultural sector produces output (Yt) using capital (Kmt) and labor (Nmt) as 

inputs according to the following constant returns to scale technology: 

])1[( 1
mtmtmt

t
mmt NNKEY εγ θθ ++= − ,                                        (3) 

where Em is an efficiency parameter that in the non-agriculture technology, and γm is the 

constant exogenous rate of technological change. The term εNmt is added to the 

production function as a device to allow an economy with no physical capital to initiate 

production in the non-agriculture sector. We take ε to be a very small number.   

 The efficiency parameter, Em, embodies a range of country-specific determinants of 

non-agricultural productivity, including policies and institutions as well as technologies.  

 Output from the manufacturing sector can be directly consumed (as non-agricultural 

goods) or can be invested. The resource constraint for the non-agricultural sector is: 

            ct + xt ≤ Yt,,                                                                    (4) 

and the law of motion for the stock of capital in the economy is 

        1 (1 )tk k t txδ+ = − + .                                                       (5) 
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Agriculture 

The economy has access to three distinct technologies for producing the agricultural 

good. One is a traditional, or Malthusian, technology, which allows each individual to 

produce one unit of food. This technology is not subject to technological improvement, 

and it is the same in all countries. 

 The other two agricultural technologies, indexed by the numbers 1 and 2, are both 

subject to exogenous technological change and are affected by policy. They are 

distinguished by one point: Technology 2 employs capital from the manufacturing sector, 

but Technology 1 uses only land and labor.   

 Technology 1 (A1t) produces output according to:  

ααγ −+= 1
111 )1( tt

t
aat LNEA ,                                                         (7)                              

 Technology 2 (A2t) produces output according to:  

µφϕφγ −−+= 1
2222 )1( ttt

t
aat LNKEA .                                                       (8) 

We define Ea to be an efficiency parameter, which is country-specific, while the 

parameter γa denotes the rate of exogenous technological change in the modern 

agricultural technologies.  

 In the model economy, output from the agriculture sector can only be used for 

consumption purposes.  Thus, the agriculture resource constraint for the economy is, 

.    ∑
=

≤
2
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2.2 Equilibrium 

Because of the structure of preferences, as long as aE t
aa <+ )1( γ , an economy will 

specialize in agriculture using the traditional technology.  The economy will switch into 
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agricultural Technology 1 as soon as this threshold is reached. The second agricultural 

technology will be used if and when manufactured goods are cheap enough to be 

demanded as investment goods in the agricultural sector, rather than consumed directly.

  Denote the first period in which the economy can move resources into manufacturing 

by T.  The competitive equilibrium allocations solve the following planner’s problem, 

starting with T: (Prior allocations are trivial.) 
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The maximization is over the sequence of choices .   

Computation of this equilibrium is relatively straightforward and is described in detail in 

GPR 2006. 

∞
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2.3 Model Calibration 

The calibration strategy of this model is described in detail in GPR 2006. The basic 

approach is to choose parameters that allow the economy to match the historical patterns 
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of structural transformation in United Kingdom, over a 350-year time period.  Table 1 

reports the values of the calibrated parameters.  The calibrated model delivers a starting 

date of 1708 for the structural transformation of the UK economy, with an initial use of 

mechanization (i.e., capital inputs) in agriculture in 1800. Prior to 1708, the model 

predicts a constant living standard at a subsistence level. After 1708, the model economy 

shows a steady but modest intensification of agriculture, with rising output per worker, 

and the beginning of non-agricultural production.  

    

3.  Quantitative exercise 

In this section we report the results of an effort to use the model to predict the cross-

country pattern of income per capita. The approach followed here is to assume that all 

countries are identical except in agricultural productivity. Under this assumption, if we 

knew the agricultural productivity level of a country, Ea, we could predict its income per 

capita at a given date. In particular, the model predicts that a country’s starting date for 

industrialization should be entirely determined by its agricultural productivity; i.e., there 

is a one-to-one mapping between agricultural productivity levels and starting dates for 

industrialization. 

Since aggregate total factor productivity levels in agriculture are not easily 

measured, this paper works backwards and uses the starting dates for industrialization as 

indicators of Ea. Given a value of Ea for each country, we can then estimate income per 

capita in 2000, under the assumption that all other parameters – including Em – are the 

same as in the United Kingdom.  
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The values of income per capita that are predicted by this method can be compared 

to actual values. In the model economy, disparities between predicted values and actual 

values should reflect differences in Em, assuming that all other parameter values are 

constant across countries. 

In effect, this procedure allows us to conduct a model-based decomposition of 

cross-country income differences. We can ask how much of the cross-country income 

variation can be explained by variation in agricultural productivity (Ea), with the 

remainder presumably attributable to other causes. The same approach will also allow us 

to see how much we can explain of cross-country variation in agricultural employment 

shares and in the share of GDP originating in the agricultural sector, among other 

variables of interest. 

3.1 Data 

The analysis is based on a set of 116 countries for which cross-section data for 2000 

were available on real per capita income (as reported in the Penn World Tables, v. 6.1) 

and agriculture shares of GDP (from the World Bank’s World Development Indicators), 

along with time series data on the fraction of the economically active population 

employed in agriculture (from the United Nations Food and Agriculture Organization’s 

FAOSTAT database). These employment share data give the fraction of the workforce 

employed in agriculture at ten-year intervals from 1950-2000.  

From the employment share data, we can construct “starting dates” for 

industrialization. We use the criterion that a country is assumed to have started its 

industrialization process at the point when 10 percent of the workforce has left 

agriculture. In the model, the start date is the initial moment when workers begin to 
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transition out of agriculture, and thus we should properly use the point when non-

agricultural employment is greater than zero. In the data, however, we do not observe any 

countries at any date for which the non-agriculture share of employment is reported as 

zero. Thus, we use the higher value of 10 percent of the workforce in non-agriculture. 

This leads us to set “start dates” for the countries in the data that are slightly too late, and 

thus when we feed these dates into the model, it tends to make these countries appear 

poorer than they would be if we had the correct start date, based on a non-zero workforce 

in non-agriculture. Working in the opposite direction, however, we note that our model is 

calibrated to the United Kingdom data and predicts a transition out of agriculture that 

begins in 1708, but even at this early date, the non-agriculture share of the workforce in 

the U.K. was already close to 25 percent. If we were to use this threshold to define the 

“starting point” of industrialization, then the calculations reported below will tend to 

assign unrealistically early starting dates for industrialization, relative to the calibrated 

benchmark, and they will tend to make countries appear richer in the cross-section than 

they should be. This point will be discussed below in more detail, and some preliminary 

results are offered to show the effect of using the 25 percent threshold. 

Using the 10 percent threshold as our indicator of starting dates, we impute a 

starting date for each country in the data. For approximately 20 percent of the countries, 

we can observe or interpolate the actual starting date, in the sense that the countries had 

an agriculture share of employment greater than 90 percent at the beginning of our data 

series (in 1950) and we observe them transition across the threshold. For these countries, 

we use a log interpolation to estimate the exact year for the starting date. For a small set 

of other countries, we have observations that allow us to set the starting dates based on 
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historical data. Finally, for the remainder of the countries (approximately two-thirds of 

the countries in the data), we impute starting dates based on extrapolation from the 

decennial observations, using a simple least squares fit of an exponential curve.  

 

3.2 Results 

Figure 1 shows the imputed starting dates for countries, compared with their real 

per capita income in 2000. Since the starting dates are based on employment shares, 

rather than income per capita, there is no necessary relationship between these two 

variables. The relatively strong negative relationship shown in the figure reflects the 

expected pattern of the agricultural transformation: those countries that are richer today 

began their movement out of agriculture relatively longer ago. Countries that are poor 

today have in many cases only recently begun the transformation (or, in some cases, have 

not yet begun it). 

Since the model predicts a one-to-one mapping from the starting date of 

industrialization to agricultural productivity levels, the starting date is a sufficient piece 

of information to predict countries’ income levels today, conditional on the assumption 

that they have the same non-agricultural efficiency as the United Kingdom. Figure 2 

shows the model’s predictions of income per capita (relative to the UK) compared with 

the data.  

The model predicts income per capita with a significant degree of regularity. A 

perfect set of predictions would fall on the 45-degree line of this figure. This figure gives 

an upward sloping pattern of approximately the correct slope, but the model appears to 

overpredict significantly the income per capita achieved by countries. A linear regression 
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of the actual values on predicted values gives an intercept of -0.177 and a slope 

coefficient of 0.695. compared with the desired values of zero and one. Nevertheless, the 

regression suggests that the correlation between model and actual is strong, and the 

(unadjusted) R-squared value for the regression is 0.189.4 If the linear regression is 

forced to pass through the origin, the (unadjusted) R-squared value rises to 0.569, 

implying that agricultural productivity differences alone can account for nearly 60 

percent of the variation in cross-country incomes, in the context of a model in which 

agricultural productivity differences determine the timing of growth’s onset.  

The model also makes predictions concerning agriculture’s shares of employment 

and GDP. Figures 3 and 4 show predicted and actual values of these variables. For both 

variables, the predicted values show how the agricultural transformation would have 

progressed from the starting date, had these economies been identical to the United 

Kingdom in all respects other than their agricultural productivity levels. For those 

countries that started their transformation at some point in the past, these predicted values 

reflect a point in time fairly far beyond the starting point; thus, there is no inherent reason 

why these values should match the data. Both figures suggest strong relationships 

between the predicted and actual values.  

 

3.3 Discussion 

In general, we would not expect the model to predict the data with too great a 

degree of accuracy. Countries should differ from one another – and from the United 

Kingdom – in their non-agricultural efficiency and in other parameters. In particular, we 

                                                 
4 Adjusted R-squared values are similar in magnitude.  
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would expect that many poor countries have non-agricultural efficiency levels that are 

lower than the United Kingdom’s. If so, the model tells us that their income per capita in 

2000 should be lower than the predictions offered here, for two reasons. First, these 

countries may take longer to attain their balanced growth paths; a low non-agricultural 

efficiency will retard the structural transformation, leading to lower relative incomes and 

higher agriculture shares of employment and output than would otherwise be predicted. 

Second, countries with lower values of Em will have lower relative income along the 

balanced growth path, implying that they will not ever attain parity with the United 

Kingdom. 

Figures 5 and 6 show the magnitude of deviations from the model’s predicted 

values. Figure 5 shows these deviations in relation to countries’ relative income in 2000, 

which is of course the numerator of the fraction displayed on the vertical axis. Perhaps 

unsurprisingly, the pattern is strong; this tells us only that the model systematically 

overpredicts income per capita for poorer countries. Put differently, these countries are 

much poorer than the model would tend to suggest. An explanation for their poverty, 

within the context of the model, is that these are countries that not only lag the United 

Kingdom in agricultural productivity, but also have far lower non-agricultural efficiency 

levels. 

Figure 6 shows deviations from predicted values in relation to countries’ starting 

dates. Here, the pattern is less clear. The model seems in particular to overpredict the 

income per capita of those countries that began to industrialize in the post-World War II 

period – in other words, many of today’s developing countries. One interpretation of this 
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pattern is that there could be institutional failures or other factors affecting non-

agricultural efficiency that are particularly acute in this set of countries. 

 

  

 4. Conclusion  

This paper shows that a relatively simple two-sector model, calibrated to the long-

run experience of the United Kingdom, can offer a useful – though incomplete -- 

explanation of cross-country income differences.  

A narrow interpretation of the results is that differences in the starting dates of the 

agricultural transformation are associated with present-day differences in income per 

capita. Countries that began their transitions sooner tend to be richer today and tend to 

have lower shares of agriculture in output and employment. These results are perhaps 

unsurprising, at least in terms of the “sign” of the association. 

What is more interesting is the quantitative strength of the relationship. In the model, 

the starting date of industrialization is non-linearly related to income per capita and to 

agriculture shares of output and employment. The results suggest that the model is 

capturing some key features of the observed cross-country income differences, and they 

point towards some candidate explanations for the remaining differences. 

It would be interesting to revisit this analysis using direct observations on 

agricultural productivity, rather than imputed starting dates for industrialization. It would 

also be useful to explore the impact of different “threshold” values for the start of 

industrialization.   
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Another useful extension of this analysis would be to back out the actual values of 

Em implied for each country. It would be interesting to see how much these values would 

need to differ in order to generate the cross-country income dispersion that we observe, 

given that agricultural productivity differences already account for some fraction of the 

observed variation. 
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Table 1: Calibration Parameters 

Parameter Value Comments/Observations 
Preference Parameters   

a   
 

subsistence 
term  

1.0 Normalization  

σ 
intertemporal 
elasticity of 
substitution 

.96 Real interest rate equal to .05 

β discount 
factor 

.0001 Log utility approximation 

Non-Ag.  Sector 
Parameters 

  

ε   labor 
productivity 

.0001 Enables economy to accumulate capital but does 
not impact the subsequent equilibrium path 

θ    capital share .50 Equal investment shares for tangible and 
intangible capital  

Em     efficiency 0.55 1800 mechanization of agriculture in UK 

δ depreciation 
rate 

.065 Standard estimate of depreciation rate 

γm
TFP growth 
rate 

.007 Post-1900 UK growth rate of 1.5% reported by 
Maddison (1995) 

Agricultural Sector 
Parameters 

  

α   labor share in 
agric. tech. 1 

.7 Historical estimate for labor share from Clark 
(1988) 

φ   
capital share 
in agric. tech 
2 

.1 Modern estimate for capital share by Hayami 
and Ruttan (1985) 

µ  labor share in 
agric tech 2 

.6 Modern estimate for labor share by Hayami and 
Ruttan (1985) 

γa 
TFP growth 
rate 

.0074 UK employment shares in 1800 and 1950 
reported by Kuznets (1966) of 35 and 5% 

Ea   efficiency .993 UK employment shares in 1800 and 1950 
reported by Kuznets (1966) of 35 and 5% 
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Figure 1: Interpolated starting date for industrialization, in relation to actual GDP per capita
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Figure 2: Real per capita income, 2000 (relative to UK), model and actual
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Figure 3: Fraction of workforce in agriculture, 2000
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Figure 4: Agriculture share of GDP, model and actual, 2000
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Figure 5: Deviations of predicted values of income per capita from actual values, 
by real per capita GDP relative to US (2000) 
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Figure 6: Ratio of Actual to Predicted GDP, by starting date
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