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Abstract

Approximating stochastic processes by finite-state Markov chains is
useful for reducing the computational complexity when solving dynamic
economic models. We propose a general methodology for accurately dis-
cretizing stochastic processes by matching low order moments of the con-
ditional distributions using the maximum entropy principle. Unlike exist-
ing methods, our approach is general and is not limited to autoregressive
processes. We apply our method to numerically solve stochastic growth
and asset pricing models that admit closed-form solutions. We find that
the solution accuracy improves by many orders of magnitude over existing
methods, and the performance is robust over the parameter choice such
as the number of grid points and the persistence of the process.
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1 Introduction

Many nonlinear dynamic economic models such as dynamic stochastic general
equilibrium (DSGE) models or optimal portfolio problems often imply a set of
integral equations (e.g., Euler equations) that do not admit explicit solutions.
Finite-state Markov chain approximations of stochastic processes are a useful
way of reducing the computational complexity when solving and estimating
such models1 because integration is replaced by summation. However, exist-
ing methods only work case by case, and mostly apply only to autoregressive
processes. This paper proposes a unified framework for accurately discretizing
general stochastic processes.

∗We thank Brendan Beare, Craig Burnside, Jim Hamilton, Rosen Valchev, and seminar
participants at Duke, UCSD, and University of Technology, Sydney for comments and feed-
back.
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1Examples include heterogeneous-agents incomplete markets model (Aiyagari, 1994;

Heaton and Lucas, 1996), optimal taxation (Aiyagari, 1995; Dávila et al., 2012),
portfolio problem (Haliassos and Michaelides, 2003), asset pricing (Zhang, 2005),
DSGE model (Aruoba et al., 2006; Caldara et al., 2012), estimating dynamic games
(Aguirregabiria and Mira, 2007), among many others.
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The idea is to start with some initial coarse approximation and then “fine-
tune” the transition probabilities in order to match low order conditional mo-
ments exactly. Because there are typically more grid points than the number
of conditional moments of interest, there are infinitely many candidates for
the approximate conditional distribution. To deal with this underdetermined
(ill-posed) problem, we obtain the discrete approximation by minimizing the
Kullback-Leibler information (relative entropy) of the conditional distribution
relative to the initial coarse approximation subject to the given moment con-
straints. Although this primal problem is a high dimensional constrained op-
timization problem, its dual is a low dimensional unconstrained optimization
problem and hence computationally tractable.

The idea of matching moments is similar to Tanaka and Toda (2013), who
apply the maximum entropy principle to find discrete approximations of con-
tinuous distributions. However, they do not explicitly apply their method
to discretize general stochastic processes. In subsequent theoretical papers,
Tanaka and Toda (2014, 2015) prove that their approximation method weakly
converges to the true distribution as the number of grid points tends to infin-
ity, and show that the integration error diminishes by a factor proportional to
the error when the integrand is approximated using the functions defining the
moments of interest as basis functions.

Our method in principle applies to the discretization of any stochastic pro-
cess for which we can compute some conditional moments. To illustrate our
method, we apply to the discretization of vector autoregressive processes (VARs)
and stochastic volatility models. We find that our method outperforms existing
methods in terms of mean squared errors, and most of the improvement comes
from the reduction of biases. We also evaluate the performance of our method
by solving simple dynamic general equilibrium models such as the stochastic
growth model and the asset pricing model for which closed-form solutions are
available. We think such an exercise is worthwhile because in many dynamic
general equilibrium models, the welfare gains from a particular policy tends to
be small, so different discretization methods may result in the change of the sign
of the welfare gain, not just its magnitude. We find that the solution accuracy
improves by many orders of magnitude over existing methods.2 Furthermore,
the performance of our method is robust regardless of the number of grid points
or the persistence of the underlying stochastic process.

The standard method to approximate a VAR process is that of Tauchen
(1986). For the case of an AR(1) process, his method is roughly as follows. First,
one divides the state space into disjoint intervals and pick a representative point
from each interval (say the mid point). These points are the state space of the
approximate Markov chain. Then one assigns the transition probability from
one point to another so as to match the transition probability between the cor-
responding intervals. The Tauchen method is intuitive, simple, and reasonably
accurate when the number of grid points is not too small. Furthermore, it can
be easily generalized to the approximation of VAR processes, which is widely

2Several papers such as Aruoba et al. (2006) and Caldara et al. (2012) compare the solu-
tion accuracy of various solution techniques (log linearization, value function iteration, per-
turbation, projection, etc.), given the discretization method. To the best of our knowledge,
Kopecky and Suen (2010) is the only paper that compares the solution accuracy across vari-
ous discretization methods, fixing the solution technique. However, they consider only AR(1)
processes.
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used. Variants of the Tauchen method have been developed in the literature by
using the Gauss-Hermite quadrature (Tauchen and Hussey, 1991), placing grid
points using quantiles instead of even-spacing (Adda and Cooper, 2003), and
using multivariate normal integration techniques (Terry and Knotek, 2011).

However, VARs in typical macroeconomic applications are highly persistent,
and it has been recognized that the Tauchen and Tauchen-Hussey methods do
not necessarily give an accurate approximation for such processes (Zhang, 2005;
Flodén, 2008).3 The reason is because the first and second moments of the condi-
tional distributions are not exact, and the error worsens as we increase the auto-
correlation. Rouwenhorst (1995) proposes an alternative approximation method
of an AR(1) process that matches the unconditional first and second moments
exactly. Subsequently, Kopecky and Suen (2010) prove that for a certain choice
of the grid, the Rouwenhorst method actually matches the autocorrelation and
the conditional mean and variance exactly as well, and find that it is numeri-
cally more robust than other methods. They also evaluate the solution accuracy
of DSGE models with various discretization methods for AR(1) processes, and
find that the Rouwenhorst method performs best. Galindev and Lkhagvasuren
(2010) generalize the Rouwenhorst method to the multivariate case by trans-
forming the VAR into cross-correlated AR(1) processes. However, their method
has limited applicability since the state space is not finite unless the AR(1)
processes are equally persistent, which is a knife-edge case. In a recent paper,
Gospodinov and Lkhagvasuren (2014) (henceforth GL) propose a multivariate
version of the Rouwenhorst method that targets the first and second conditional
moments. Currently the GL method seems to be the most accurate finite-state
Markov chain approximation of VARs available in the literature.

As in Gospodinov and Lkhagvasuren (2014), we target the first and sec-
ond conditional moments in order to discretize VAR processes. We believe our
method has two advantages over theirs, however. First, our method is not
limited to the approximation of VAR processes: in principle it applies to any
stochastic process for which we can compute conditional moments. Therefore
our method has a potentially wide range of applicability. Second, GL fine-tune
the transition probabilities directly, whereas we do so by solving the dual prob-
lem, which is a low dimensional unconstrained optimization problem. Therefore
our method is computationally tractable even when the number of grid points
is large (which is the case for high dimensional processes).

Finally, this paper is related to a large literature on maximum entropy meth-
ods and applications. The maximum entropy principle was proposed by Jaynes
(1957). Shore and Johnson (1980), Caticha and Giffin (2006), and Knuth and Skilling
(2012) propose axioms that justify the minimization of the Kullback-Leibler in-
formation. Van Campenhout and Cover (1981) and Csiszár (1984) note the
relation to Bayesian inference. The maximum entropy principle has been ap-
plied to general equilibrium with boundedly rational agents (Foley, 1994; Toda,
2010, 2015), finance (Stutzer, 1995, 1996; Buchen and Kelly, 1996), nonpara-
metric density estimation (Barron and Sheu, 1991; Wu, 2003), and generalized
method of moments estimation (Kitamura and Stutzer, 1997).

3In the original paper, Tauchen (1986) himself admits that “[e]xperimentation showed that
the quality of the approximation remains good except when λ [the persistence parameter] is
very close to unity.”
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2 Basic idea

In this section we review the discrete approximation of probability distributions
proposed by Tanaka and Toda (2013, 2014, 2015) and provide the basic idea for
applying it to discretize general stochastic processes.

2.1 Discretizing distributions

Suppose that we are given a continuous probability density function f : RK →
R, which we want to discretize. Let X be a random vector with density f , and
g : RK → R be any bounded continuous function. The first step is to find some
quadrature formula

E[g(X)] =

∫

RK

g(x)f(x)dx ≈
N
∑

n=1

wn,Ng(xn,N )f(xn,N ), (2.1)

where N is the number of integration points {xn,N}N
n=1 and wn,N > 0 is the

weight on the integration point xn,N .4 Let

DN = {xn,N |n = 1, . . . , N}

be the set of grid points. A typical example is

DN = {(m1h, . . . ,mKh) |m1, . . . ,mK = 0,±1, . . . ,±M} ,

in which case DN consists of lattice points with grid size h, and the number of
points is N = (2M + 1)K . Setting the weight wn,N = hK in the quadrature
formula (2.1) gives the trapezoidal formula. For now, we do not take a stance
on the choice of the initial quadrature formula, but take it as given.

Given the quadrature formula (2.1), a coarse but valid discrete approxi-
mation of the density f would be to assign probability qn on the point xn,N

proportional to wn,Nf(xn,N ), so

qn =
wn,Nf(xn,N )

∑N

n=1 wn,Nf(xn,N )
. (2.2)

However, this approximation is not necessarily accurate because the moments
of the discrete distribution {qn} do not generally match those of f .

Tanaka and Toda (2013) propose to match the moments exactly by fine-
tuning the probabilities {qn}. Let T : RK → R

L be a function that defines
the moments that we wish to match and T̄ =

∫

RK T (x)f(x)dx be the vector of
exact moments. For instance, if we want to match the first and second moments
in the one dimensional case (K = 1), then T (x) = (x, x2)′. Tanaka and Toda
(2013) obtain these probabilities by solving the optimization problem

minimize
{pn}

N
∑

n=1

pn log
pn
qn

subject to

N
∑

n=1

pnT (xn,N ) = T̄ ,

N
∑

n=1

pn = 1, pn ≥ 0. (P)

4The point xn,N and the weight wn,N are also indexed by N since they may depend on
the number of integration points.

4



The objective function in (P) is the Kullback and Leibler (1951) information
of {pn} relative to {qn}, which is also known as the relative entropy. The
idea of this method is to match the given moments exactly while keeping the
probabilities {pn} as close to the coarse approximation {qn} as possible in the
sense of the Kullback-Leibler information.

The optimization problem (P) is a constrained minimization problem with
a large number (N) of unknowns ({pn}). However, Tanaka and Toda (2013)
show that the solution {pn} is given by

pn =
qne

λ′

NT (xn,N )

∑N
n=1 qne

λ′

N
T (xn,N )

, (2.3)

where λN is the Lagrange multiplier to the moment constraint in (P), which
can be obtained as the unique solution to the dual problem5

max
λ∈RL

[

λ′T̄ − log

(

N
∑

n=1

qne
λ′T (xn,N )

)]

. (D)

Putting λ′T̄ inside the logarithm, since the logarithmic function is monotonic,
(D) is equivalent to

min
λ∈RL

N
∑

n=1

qne
λ′(T (xn,N )−T̄ ). (D′)

Since (D′) is an unconstrained convex minimization problem with a (relatively)
small number (L) of unknowns (λ), solving it is computationally very simple.
Letting JN (λ) be the objective function in (D′), its gradient and Hessian can
be analytically computed as

∇JN (λ) =

N
∑

n=1

qne
λ′(T (xn,N )−T̄ )(T (xn,N )− T̄ ),

∇2JN (λ) =

N
∑

n=1

qne
λ′(T (xn,N )−T̄ )(T (xn,N )− T̄ )(T (xn,N )− T̄ )′,

respectively. In practice, we can quickly solve (D′) numerically using optimiza-
tion routines by supplying the analytical gradient and Hessian.6

Furthermore, Tanaka and Toda (2015) prove that whenever the quadrature
formula (2.1) converges to the true value as the number of grid points N tends
to infinity, the discrete distribution {pn} in (2.3) also weakly converges to the
true distribution f and improves the integration error as follows. Let g be the
integrand in (2.1) and consider approximating g using T = (T1, . . . , TL) as basis
functions:

g(x) ≈ bg,T (x) =

L
∑

l=1

βlTl(x),

5See Borwein and Lewis (1991) for the application of Fenchel duality to entropy-like min-
imization problems.

6Since the dual problem (D) is a convex maximization problem, one may also solve it
directly. However, according to our experience, solving (D′) is numerically more stable. This
is because the objective function in (D) is close to linear when ‖λ‖ is large, so the Hessian
is close to singular and not well-behaved. On the other hand, since the objective function in
(D′) is the sum of exponential functions, it is well-behaved.
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where {βl}Ll=1 are coefficients. Let rg,T =
g−bg,T

‖g−bg,T ‖
∞

be the normalized residual

term, where ‖·‖∞ denotes the sup norm. Letting

E
(Q)
g,N =

∥

∥

∥

∥

∥

∫

RK

g(x)f(x)dx −
N
∑

n=1

qng(xn,N )

∥

∥

∥

∥

∥

be the integration error under the initial discretization Q = {qn} and E
(P )
g,N be

the error under P = {pn}, Tanaka and Toda (2015) prove the error estimate

E
(P )
g,N ≤ ‖g − bg,T ‖∞

(

E
(Q)
rg,T ,N +

2√
C
E

(Q)
T,N

)

, (2.4)

where C is a constant explicitly given in the paper. (2.4) says that the inte-
gration error improves by the factor ‖g − bg,T ‖∞, which is the approximation

error of the integrand g by the basis functions {Tl}Ll=1, which define the targeted
moments.

2.2 Discretizing stochastic processes

Consider the general stochastic process

xt = φ(xt−1, εt), εt|xt−1 ∼ Fε|x,

where xt is the vector of state variables and εt is the vector of the exogenous
shock process. We can discretize this process by applying the Tanaka-Toda
method to each conditional distribution. More concretely, suppose that we
have a set of grid points DN = {xn,N}N

n=1 and an initial coarse approximation
Q = (qnn′), which is an N × N transition probability matrix. Suppose we
want to match some conditional moments of x, represented by the moment
defining function T (x). The exact conditional moments when the current state
is xt−1 = xn,N are

T̄n,N = E [T (xt) |xn,N ] =

∫

T (φ(xn,N , ε))dFε|x(ε|xn,N ).

Assuming the regularity condition T̄n,N ∈ int coT (DN) holds, we can match
these moments exactly by solving the optimization problem

minimize
{pnn′}N

n′=1

N
∑

n′=1

pnn′ log
pnn′

qnn′

subject to

N
∑

n′=1

pnn′T (xn′,N ) = T̄n,N ,

N
∑

n′=1

pnn′ = 1, pnn′ ≥ 0 (Pn)

for each n = 1, 2, . . . , N , or equivalently the dual problem

min
λ∈RL

N
∑

n′=1

qnn′eλ
′(T (xn′,N )−T̄n,N ). (D′

n)

The resulting discretization of the process is given by the transition probability
matrix P = (pnn′).
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Our method has several advantages. First, as opposed to most existing
methods, ours is not limited to the discretization of autoregressive processes.
In fact, our method does not even require a parametric specification for the
stochastic process. It is common in the quantitative macro literature to use
an AR(1) specification for the technology, but we believe that this practice
comes more out of convenience (since existing methods mostly applies only to
autoregressive processes) than realism. In order to apply our method, all we
need is the transition density of the state variables. Therefore researchers could
avoid parametric specifications by nonparametrically estimating the transition
density and then discretizing it using our method. Second, as in the case with
the discretization of a single distribution, the dual problem of the optimization
problem (Pn), namely (D′

n), is an unconstrained convex minimization problem
with typically a small number of variables, and therefore it is computationally
tractable. Finally, since the probabilities (2.3) are positive by construction, the
transition probability matrix P = (pnn′) is a positive matrix, so the resulting
Markov chain is stationary and ergodic.

In order to implement this idea in practice, we need to overcome two issues:
(i) the choice of the grid, and (ii) the choice of the targeted moments.

According to the convergence analysis in Tanaka and Toda (2015), the grid
DN should be chosen as the integration points of the quadrature formula (2.1),
which is used to obtain the initial coarse approximation as in (2.2). In many
concrete examples below, for simplicity we often choose the trapezoidal for-
mula and therefore even-spaced grids. Such a choice would work well when the
dimension of the state variable is not too high. Alternatively, we can place
points using the Gaussian quadrature nodes as in Tauchen and Hussey (1991)
or quantiles as in Adda and Cooper (2003) (although it applies only to a single
dimension). In high dimensional problems, however, using tensor grids is not
be computationally tractable because the number of grid points increases ex-
ponentially with the dimension.7 In such cases, one needs to use sparse grids
(Heiss and Winschel, 2008) or restrict the grid points in a domain where the
process visits with not too low probability (Maliar and Maliar, 2014).

Turning to the choice of the moment defining function, there is a huge dif-
ference between the discretization of a probability distribution and that of a
stochastic process. For a single probability distribution, we can choose a grid
over a set with high probability and therefore can match as many moments as
we wish (up to 1 minus the number of grid points). The situation is more re-
strictive for discretizing a stochastic process. For example, consider an AR(1)
process

xt = ρxt−1 + εt, εt ∼ N(0, 1),

with ρ close to 1. Let DN = {x̄1, . . . , x̄N} be the grid and M = maxn x̄n be
the upper boundary point. When xt−1 = M , so the process hits the upper
boundary, the conditional distribution of xt is N(ρM, 1). But when ρ is close
to 1, this distribution has about 1/2 of probability mass on x > M , which is
outside the grid. Since there is such a discrepancy between the location of the
grid points and the mass of actual probability, we do not have the flexibility

7Note that with our method, having a large number of grid points is not an issue for
solving the dual problem (D′

n). The number of unknowns is equal to the number of targeted
moments, which is fixed. The issue with lattice grids is that the number of dual problems we
need to solve grows exponentially with the dimension.
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to match many moments. Therefore in concrete examples below, we mostly
consider matching the first two conditional moments (mean and variance).8

3 Discretization of VAR processes

In this section we apply the above general idea to discretize VAR processes.
Suppose that we want to find a discrete approximation of a VAR(1) process

xt = b+Bxt−1 + ηt, ηt ∼ N(0,Ψ), (3.1)

where all vectors are in R
K , and B is a K × K matrix with all eigenvalues

smaller than 1 in absolute value in order to guarantee stationarity. Letting µ
be the unconditional mean of xt, by (3.1) we get

µ = b+Bµ ⇐⇒ µ = (I −B)−1b. (3.2)

Furthermore, take a matrix C and a diagonal matrix D such that Ψ = CDC′,
say using the Cholesky decomposition. By (3.1) and (3.2), we obtain

C−1(xt − µ) = (C−1BC)C−1(xt−1 − µ) + C−1ηt ⇐⇒ yt = Ayt−1 + εt, (3.3)

where yt = C−1(xt − µ), A = C−1BC, and εt = C−1ηt ∼ N(0, D). Therefore
without loss of generality we may assume that the VAR process has zero mean
and the variance matrix of the innovation (conditional variance) is diagonal.
Once we get the discretization for yt, we get that of xt = µ+ Cyt.

3.1 The method

Our new method works as follows. First, let yt = (y1t, . . . , yKt) and assume

that the approximate ykt takes Nk values denoted by {ȳkn}Nk

n=1. In total, there
are J = N1 × · · · ×NK states.9 Let j = 1, . . . , J be an index of the state. For
each k and j, we can consider the distribution of ykt conditional on the t − 1
state being j. Let pkn(j) be the probability of ykt = ȳkn conditional on t − 1
state being j that we want to find. In order to match the first two conditional
moments, {pkn(j)}Nk

n=1 must satisfy the following equations:

Nk
∑

n=1

pkn(j) = 1, (3.4a)

Nk
∑

n=1

pkn(j)ȳkn = µk(j), (3.4b)

Nk
∑

n=1

pkn(j)(ȳkn − µk(j))
2 = σ2

k(j), (3.4c)

where µk(j) and σ2
k(j) are the conditional mean and variance of ykt conditional

on t − 1 state being j in the exact VAR process (3.3). (3.4a) is accounting of
probability. (3.4b) and (3.4c) match the first and second conditional moments.

8One could, in principle, match many conditional moments in the middle of the grid, and
only the first and second moments (or even just the first moment) near the boundary.

9In practice, we take N1 = N2 = · · · = NK = N , so J = NK .
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In order to determine {pkn(j)} using the method in Section 2, we need an ini-
tial coarse approximation {qkn(j)}. The simplest way is to take the grid points

{ȳkn}Nk

n=1 evenly spaced and assign qkn(j) proportional to the normal density,
which corresponds to choosing the trapezoidal formula for the initial quadrature
formula. Alternatively, we can use the nodes and weights of the Gauss-Hermite
quadrature as in Tauchen and Hussey (1991) (or any quadrature formula with
positive weights such as Simpson’s rule, low-degree Newton-Cotes type formu-
las, or the Clenshaw-Curtis quadrature) or take the grid points {ȳkn}Nk

n=1 as the
quantiles of the normal density and assign probabilities according to the cu-
mulative distribution function, which is similar to Adda and Cooper (2003).10

In either case, for each (k, j) pair (there are K × J such pairs), we can com-

pute {pkn(j)}Nk

n=1 by minimizing the Kullback-Leibler information subject to
the three moment constraints (3.4). To this end, it suffices to solve the dual
problem (D′

n) with the moment-defining function

T (x) = (x, (x − µk(j))
2)′

and exact moments T̄ = (µk(j), σ
2
k(j))

′, and use the formula (2.3) to recover
the transition probabilities.

By design, our method generates a finite-state Markov chain approximation
of the VAR with exact 1-step ahead conditional mean and variance (provided a
solution to the dual problem exists). But how about k-step ahead conditional
moments and unconditional moments? The following theorem shows that our
method actually matches any k-step ahead conditional mean and variance, as
well as the unconditional mean, variance, and all autocovariances, and hence
the spectrum.

Theorem 3.1. Consider the VAR(1) process in (3.3). Suppose that the grid
is fine enough so that the regularity condition T̄n,N ∈ intT (DN) holds, and
hence our method matches the conditional mean and variance. Then the method
also matches any k-step ahead conditional mean and variance, as well as the
unconditional mean and all autocovariances (hence spectrum).

Proof. See Appendix.

So far, we have assumed that the regularity condition T̄n,N ∈ intT (DN)
holds, so a discrete approximation by our method exists. But is there a simple
sufficient condition for the existence? Since addressing this issue for general
VAR is challenging, we restrict the analysis to the case of an AR(1) process.
The following proposition shows that a solution exists if the grid is symmetric
and sufficiently fine and the grid points span over more than one unconditional
standard deviations around 0.

Proposition 3.2. Consider the AR(1) process

xt = ρxt−1 + εt, εt ∼ N(0, 1),

10The specific procedure is as follows. Let the stationary distribution of ykt be N(0, σ2
k
).

Since there are Nk discrete points for ykt, we divide the real line R into Nk intervals using the
n-th Nk-quantile (n = 1, . . . , Nk − 1), which we denote by Ik1, . . . , IkN . The discrete points
are then the median of each interval, so ȳkn = F−1((2n − 1)/2Nk) (n = 1, 2, . . . , Nk), where
F is the CDF of N(0, σ2

k
). When the t− 1 state is j, since the conditional distribution of ykt

is N(µk(j), σ
2
k
(j)), we assign initial probability qkn(j) = P (Ikn) to the point ȳkn under the

conditional distribution N(µk(j), σ
2
k
(j)).
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where 0 ≤ ρ < 1. Suppose that (i) the grid is symmetric and spans over more

than 1 unconditional standard deviations around 0, so maxn |x̄n| > 1/
√

1− ρ2,
and (ii) either the maximum distance between two neighboring grid points is less
than 2, or for each positive grid point x̄n > 0 there exists a grid point x̄n′ such
that

ρx̄n − 1

(1− ρ)x̄n

< x̄n′ ≤ ρx̄n. (3.5)

Then (3.4) has a solution.

Proof. See Appendix.

When the grid {x̄n} is even-spaced, we can obtain a simple sufficient condi-
tion for existence.

Corollary 3.3. Let the grid points {x̄n}Nn=1 be symmetric and even-spaced,

σ = 1/
√

1− ρ2 be the unconditional standard deviation, and M = maxn x̄n. If

σ < M < σ
√

N − 5/4, then (3.4) has a solution.

Proof. See Appendix.

According to the proof of Corollary 3.3, when the process is persistent
(ρ ≈ 1), the upper bound in Corollary 3.3 can be improved and it approaches
M = σ

√
N − 1. Interestingly, Kopecky and Suen (2010) prove that when we

choose this number, the Rouwenhorst (1995) method matches both the condi-
tional and unconditional mean and variance. According to our experience with
simulations (see the subsequent sections for details), choosing an even-spaced
grid that spans

√
N − 1 unconditional standard deviations around the uncon-

ditional mean works better than the quantile grid.
Choosing a grid that spans over a length of order

√
N can also be theoreti-

cally justified. When the grid length is of order
√
N , the distance between each

point is of order 1/
√
N . Since the grid gets finer while the domain expands, the

trapezoidal formula converges to the true integral.
We implement the discretization of VARs in the Matlab file discreteVAR.m

posted on our website. It requires four input arguments, the parameters b, B,Ψ
in (3.1) and N , the number of discrete points in each dimension. There are
two optional arguments, method and nSigmas. The argument method specifies
the method for choosing the grid, which has to be either ’even’ (even-spaced),
’quadrature’ (quadrature-based grid and weights as in Tauchen and Hussey
(1991)) or ’quantile’ (quantile grid as in Adda and Cooper (2003)). If the
method is ’even’, then the optional argument nSigmas specifies the number
of unconditional standard deviations over which the grid points span around
the unconditional mean. The default is ’even’ with nSigmas set to

√
N − 1.

discreteVAR.m tries to match the conditional mean and variance of the VAR.
If a solution to the dual problem (D′

n) fails to exist (which sometimes happens
when the VAR is highly persistent and the process is close to a boundary point),
then it matches only the conditional mean.

3.2 Simulation exercises

In this subsection we approximate AR(1) and VAR(1) processes using our
method and existing methods and compare the performance in terms of mean
squared error, bias, and standard deviation.
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3.2.1 AR(1)

Consider the AR(1) process

xt = ρxt−1 + εt, εt ∼ N(0, 1),

where 0 ≤ ρ < 1. We discretize this process by the methods of Tauchen (1986)
and Rouwenhorst (1995) and compare the performance to our method.

For the Tauchen method, following Kopecky and Suen (2010), in order to
give it the best chance we choose the grid spacing in order to match the un-
conditional variance of the process exactly, which we refer to as the optimized
Tauchen method. For the Rouwenhorst method, Kopecky and Suen (2010) have
shown that the discretized process matches the unconditional and conditional
mean and variance when the grid spans over

√
N − 1 times the unconditional

standard deviation (where N is the number of grid points) each side of the
mean, which we follow below. In order to apply our method, we need to specify
the grid points and the initial approximation. To this end, we choose either an
even-spaced grid that spans over

√
N − 1 unconditional standard deviations, or

the quantile grid.
The simulation proceeds as follows. For each discretization method, we

generate 1,000 samples of length 2,000,000 starting from x0 = 0. For each
sample, we discard the first 200,000 observations as burn in. For the remaining
1,800,000 observations, we estimate ρ and σ by ordinary least squares (OLS),
yielding ρ̂ and σ̂2. We then compute the root mean squared error (RMSE), bias,
and standard deviation of 1− ρ̂ and σ̂2 using the 1,000 samples, relative to the
true values. More concretely, if θ̂s denotes the OLS estimate of the parameter
θ from sample s, where s = 1, 2, . . . , S = 1, 000, then the RMSE, bias, and
standard deviation relative to the true value are defined by

RMSE =

√

√

√

√

1

S

S
∑

s=1

(θ̂s/θ − 1)2,

Bias = θ̄S/θ − 1 :=
1

S

S
∑

s=1

θ̂s/θ − 1,

SD =

√

√

√

√

1

S

S
∑

s=1

(θ̂s − θ̄S)2/θ,

respectively. Clearly RMSE2 = Bias2 + SD2. Tables 1, 2, and 3 show the
simulation results for RMSE, bias, and standard deviation.

We can make a few observations from these tables. First, the Tauchen
method does not work when the process is highly persistent (ρ > 0.999), which
is well-known. Second, the Rouwenhorst method and our method (labeled FTT)
work for every parametrization and give similar results, although generally our
method is more accurate for σ̂ and slightly less accurate for 1−ρ̂. Third, the per-
formance of each method actually gets worse as we increase the number of grid
points, which is counterintuitive. This is probably because as we increase the
number of points, the support of the process gets larger, which might introduce
more sampling error.
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Table 1: Relative root mean squared error of AR(1) discretization, scaled by
10−3.

N ρ Tauchen (optimized) Rouwenhorst FTT(2 moments)
1− ρ̂ σ̂2 1− ρ̂ σ̂2 1− ρ̂ σ̂2

9

0.5 14.785 1.155 1.244 1.209 1.231 0.897
0.9 94.069 2.328 3.054 2.801 3.017 2.187
0.99 41.396 6.349 9.976 9.390 10.151 7.271
0.999 N/A N/A 30.228 28.892 32.141 18.892
0.9999 N/A N/A 102.599 101.321 104.471 81.096

15

0.5 6.532 1.227 1.228 1.270 1.243 1.086
0.9 43.638 2.647 3.113 3.034 3.103 2.579
0.99 226.847 6.454 9.756 9.570 10.007 8.521
0.999 N/A N/A 30.592 29.564 32.230 18.518
0.9999 N/A N/A 93.009 94.525 99.412 77.916

21

0.5 3.767 1.212 1.269 1.264 1.220 1.139
0.9 25.788 2.715 2.995 2.912 3.116 2.658
0.99 165.361 6.798 9.736 9.512 10.207 8.562
0.999 163.418 162.371 31.399 30.575 32.317 19.887
0.9999 N/A N/A 99.173 101.920 98.734 82.396

Table 2: Relative bias of AR(1) discretization, scaled by 10−3.

N ρ Tauchen (optimized) Rouwenhorst FTT(2 moments)
1− ρ̂ σ̂2 1− ρ̂ σ̂2 1− ρ̂ σ̂2

9

0.5 -14.736 -0.007 0.057 -0.022 -0.032 -0.011
0.9 -94.042 -0.039 -0.075 0.058 0.003 -0.029
0.99 -40.812 0.070 0.037 0.059 -0.118 -0.027
0.999 N/A N/A -0.777 1.792 -0.901 1.856
0.9999 N/A N/A -6.341 16.928 -1.685 14.527

15

0.5 -6.415 0.042 0.063 -0.014 -0.028 0.040
0.9 -43.557 -0.005 -0.104 0.134 0.081 -0.073
0.99 -226.788 0.216 -0.318 0.301 0.234 0.028
0.999 N/A N/A -0.191 0.948 -0.288 0.811
0.9999 N/A N/A -11.422 20.950 -3.076 16.806

21

0.5 -3.573 -0.004 -0.022 -0.011 0.041 0.033
0.9 -25.644 -0.009 0.011 -0.072 -0.035 0.140
0.99 -165.259 0.436 0.066 0.079 0.518 -0.240
0.999 161.562 160.713 0.490 0.907 -0.588 1.602
0.9999 N/A N/A -11.229 20.659 0.688 15.841
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Table 3: Relative standard deviation of AR(1) discretization, scaled by 10−3.

N ρ Tauchen (optimized) Rouwenhorst FTT(2 moments)
1− ρ̂ σ̂2 1− ρ̂ σ̂2 1− ρ̂ σ̂2

9

0.5 1.204 1.156 1.243 1.209 1.231 0.898
0.9 2.243 2.328 3.054 2.802 3.018 2.188
0.99 6.891 6.352 9.981 9.394 10.156 7.275
0.999 N/A N/A 30.233 28.851 32.145 18.810
0.9999 N/A N/A 102.454 99.947 104.509 79.824

15

0.5 1.234 1.226 1.227 1.270 1.243 1.085
0.9 2.660 2.648 3.113 3.032 3.103 2.579
0.99 5.181 6.454 9.755 9.570 10.010 8.525
0.999 N/A N/A 30.606 29.564 32.244 18.509
0.9999 N/A N/A 92.351 92.220 99.414 76.120

21

0.5 1.195 1.213 1.270 1.265 1.220 1.139
0.9 2.724 2.716 2.996 2.912 3.117 2.656
0.99 5.816 6.787 9.740 9.516 10.199 8.562
0.999 24.573 23.156 31.411 30.577 32.328 19.832
0.9999 N/A N/A 98.584 99.855 98.781 80.900

3.2.2 VAR

Next we turn to the discretization of VAR processes. Gospodinov and Lkhagvasuren
(2014) consider the two-dimensional VAR

xt = Bxt−1 + ηt,

where xt = (zt, gt)
′, ηt = (ez,t, eg,t)

′,

B =

[

0.9809 0.0028
0.0410 0.9648

]

,

and the shocks ez,t, eg,t are uncorrelated, i.i.d. over time, and have standard
deviations 0.0087 and 0.0262, respectively. The implied unconditional variance
is then

[

σ2
z σzg

σzg σ2
g

]

=

[

0.00235 0.00241
0.00241 0.01274

]

.

Gospodinov and Lkhagvasuren (2014) propose two discretization methods,
one that is the VAR generalization of the Rouwenhorst (1995) method (referred
to as GL0) and another that fine-tunes this method by targeting the first and
second conditional moments (referred to as GL). For our method, we consider
both the even-spaced grid and the quantile grid as in the case with the AR(1)
process.

Table 4 shows the simulation results for the root mean squared error, bias,
and standard deviation of the model parameters, all relative to the true value.
The parameters of interest are the unconditional variance σ2

z , σ
2
g , the uncon-

ditional correlation coefficient ρzg = σzg/σzσg, and the two eigenvalues of the
matrix B, denoted by ζ1, ζ2. Our method almost uniformly outperforms GL,
which is the most accurate existing method. Most of the improvement in the
mean squared error comes from the reduction in the bias, not the standard
deviation.
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Table 4: Comparison of our method (FTT) with Gospodinov and Lkhagvasuren (2014). All values are relative and scaled by 10−3.

N = 9 N = 15 N = 21
GL0 GL FTT GL0 GL FTT GL0 GL FTT

Root mean squared error
σ̂2
z 90.557 8.855 5.873 75.016 7.792 6.356 63.251 7.634 6.993

σ̂2
g 121.753 9.172 4.641 102.118 6.154 5.117 86.865 6.483 5.604

ρ̂zg 23.606 10.666 8.635 11.711 8.707 8.579 10.598 8.684 8.884

1− ζ̂1 14.372 10.561 8.568 8.623 8.536 8.356 8.503 8.321 8.599

1− ζ̂2 6.203 5.252 4.901 4.935 4.984 4.878 5.079 4.964 5.216
Bias
σ̂2
z -90.312 4.910 -0.129 -74.641 0.504 0.118 -62.810 0.376 0.252

σ̂2
g -121.645 6.860 -0.058 -101.958 0.353 0.191 -86.677 0.334 0.104

ρ̂zg 21.773 6.421 -0.056 7.608 0.561 0.028 5.778 0.582 0.254

1− ζ̂1 -12.007 -6.872 0.273 -0.578 -0.517 -0.103 0.172 -0.345 -0.158

1− ζ̂2 -3.302 -2.012 -0.009 -0.521 0.052 -0.277 0.131 -0.027 0.042
Standard deviation
σ̂2
z 6.663 7.373 5.875 7.501 7.779 6.358 7.462 7.629 6.992

σ̂2
g 5.111 6.092 4.643 5.724 6.147 5.116 5.707 6.477 5.606

ρ̂zg 9.125 8.521 8.639 8.907 8.694 8.583 8.889 8.669 8.884

1− ζ̂1 7.902 8.023 8.568 8.608 8.524 8.360 8.505 8.318 8.602

1− ζ̂2 5.253 4.854 4.903 4.910 4.986 4.873 5.080 4.966 5.218

1
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4 Discretization of stochastic volatility models

In this section we discretize stochastic volatility models. As an illustration we
use the same process as in Caldara et al. (2012). See Taylor (1994) for a review
of stochastic volatility models.

4.1 The method

Consider stochastic volatility models of the form:

yt = λyt−1 +
√
extut, ut ∼ N(0, 1),

xt = µ (1− ρ) + ρxt−1 + εt, εt ∼ N(0, σ2),

where xt is the unobserved log variance process (hence
√
ext is the standard

deviation) and yt is the observable, e.g., stock returns.11

Unlike the simpler autoregressive case, there are now two state variables to
deal with, xt and yt. We construct the discretization for the log variance process
xt as in the simple autoregressive case. For yt, note that the unconditional
variance is given by

σ2
y = E[y2t ] =

E[ext ]

1− λ2
.

Using properties of log-normal random variables, it is easy to show that

E[ext ] = exp

(

µ+
σ2

2(1− ρ2)

)

.

This allows to construct an evenly spaced grid for yt over some number of
unconditional standard deviations around 0 (we use

√
N − 1 in our simulations).

With some more algebra, we can show that

yt|xt−1, yt−1 ∼ N
(

λyt−1, exp
(

(1− ρ)µ+ ρxt−1 + σ2/2
))

.

We discretize these conditional distributions for each (xt−1, yt−1) pair using our
method and combine them with the discretization obtained for xt|xt−1 above,
to come up with a joint transition matrix for the state (xt, yt).

As a comparison, we construct an alternative approximation which uses the
Rouwenhorst method to discretize the xt process and the Tauchen method to
discretize the conditional distributions yt|xt−1, yt−1. As in the simple autore-
gressive case, when discretizing the log variance process (xt), we use

√
N − 1

standard deviations for the Rouwenhorst method and the quantile grid for our
method.

4.2 Simulation exercises

The baseline calibration for the model parameters is in Table 5. These param-
eters are chosen to match a relatively standard calibration of the technology
process in an RBC model in Caldara et al. (2012).

This particular set of parameters imply that on average the volatility of
technology shocks will be 0.007. We also try varying λ, the persistence of

11We assume that yt is mean zero for simplicity, although the following can all be generalized
to the case of a non-zero mean.
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Table 5: Baseline calibration.

Parameter λ µ ρ σ
Value 0.95 -9.3332 0.9 0.06

technology shocks, between 0 and 0.99 to test the robustness of the discretization
methods. We focus on characteristics of the time series of yt, because the
component approximations of xt are just the standard autoregressive processes
we studied before. We generate 1,000 samples of 100,000 observations each using
each of the two discretization procedures. For each discretization procedure, we
vary Nx (the number of log variance points) and Ny (the number of technology
points) between 9, 15, and 21.

Tables 6, 7, and 8 show the relative root mean squared error, bias, and
standard deviation of the sample OLS estimate of λ and the sample standard
deviation σ̂y kurtosis κ̂y of the process {yt} for each discretization method. As
in the case with VARs, our method improves the accuracy of discretization over
existing methods, and most of the improvement comes from the reduction in
biases. The improvement is particularly noticeable when the number of grid
points Nx, Ny is small and the persistence λ is high, in which case the accuracy
increases by an order of magnitude. This result is reassuring because in many
quantitative macro models the persistence is high and we cannot afford to choose
many points due to the curse of dimensionality.

In these tables, the grid for y spans
√
N − 1 unconditional standard devi-

ations around 0 for both methods. Alternatively, we could choose a grid so
that the unconditional standard deviation σy becomes exact for the Tauchen-
Rouwenhorst method. The result (not shown) is that (unsurprisingly) the
RMSE for σy improves uniformly, but those for the persistence parameter λ
and the kurtosis κy get worse.

Table 6: Relative root mean squared error of stochastic volatility discretization.

Nx Ny λ Tauchen-Rouwenhorst FTT

λ̂ σ̂y κ̂y λ̂ σ̂y κ̂y

9 9

0 0.0032 0.0178 0.0398 0.0031 0.0024 0.0331
0.5 0.0059 0.0246 0.0413 0.0056 0.0030 0.0294
0.9 0.0023 0.1010 0.0635 0.0016 0.0068 0.0246
0.95 0.0017 0.1690 0.0844 0.0010 0.0097 0.0532
0.99 0.0087 0.2795 0.1322 0.0006 0.0278 0.1144

15 15

0 0.0030 0.0028 0.0422 0.0032 0.0023 0.0480
0.5 0.0060 0.0045 0.0425 0.0054 0.0030 0.0421
0.9 0.0021 0.0286 0.0533 0.0016 0.0070 0.0190
0.95 0.0015 0.0597 0.0644 0.0010 0.0096 0.0207
0.99 0.0018 0.1979 0.1149 0.0005 0.0224 0.0455

21 21

0 0.0032 0.0032 0.0433 0.0033 0.0023 0.0545
0.5 0.0057 0.0033 0.0431 0.0056 0.0030 0.0481
0.9 0.0020 0.0110 0.0514 0.0016 0.0071 0.0211
0.95 0.0014 0.0253 0.0570 0.0011 0.0101 0.0214
0.99 0.0005 0.1302 0.0967 0.0004 0.0214 0.0402
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Table 7: Relative bias of stochastic volatility discretization.

Nx Ny λ Tauchen-Rouwenhorst FTT

λ̂ σ̂y κ̂y λ̂ σ̂y κ̂y

9 9

0 0.0000 0.0177 -0.0396 -0.0002 -0.0001 -0.0328
0.5 -0.0024 0.0244 -0.0411 -0.0003 -0.0002 -0.0291
0.9 -0.0018 0.1008 -0.0631 -0.0001 -0.0004 -0.0229
0.95 0.0014 0.1687 -0.0839 0.0000 0.0001 -0.0518
0.99 0.0087 0.2715 -0.1227 -0.0005 -0.0201 -0.1122

15 15

0 0.0002 0.0016 -0.0421 0.0002 0.0001 -0.0479
0.5 -0.0023 0.0036 -0.0423 0.0001 0.0000 -0.0419
0.9 -0.0015 0.0278 -0.0529 -0.0002 -0.0008 -0.0170
0.95 -0.0012 0.0589 -0.0638 0.0000 -0.0003 -0.0166
0.99 0.0018 0.1963 -0.1130 -0.0001 -0.0040 -0.0377

21 21

0 0.0000 -0.0023 -0.0432 -0.0001 0.0000 -0.0544
0.5 -0.0022 -0.0018 -0.0429 0.0000 0.0000 -0.0479
0.9 -0.0013 0.0086 -0.0508 0.0000 0.0000 -0.0194
0.95 -0.0010 0.0237 -0.0562 -0.0001 -0.0007 -0.0174
0.99 -0.0003 0.1284 -0.0949 -0.0001 -0.0034 -0.0307

Table 8: Standard deviation of stochastic volatility discretization.

Nx Ny λ Tauchen-Rouwenhorst FTT

λ̂ σ̂y κ̂y λ̂ σ̂y κ̂y

9 9 0 0.0032 0.0022 0.0039 0.0031 0.0024 0.0040
0.5 0.0054 0.0029 0.0041 0.0056 0.0030 0.0044
0.9 0.0015 0.0072 0.0066 0.0016 0.0068 0.0089
0.95 0.0009 0.0105 0.0092 0.0010 0.0097 0.0122
0.99 0.0002 0.0661 0.0494 0.0004 0.0193 0.0222

15 15 0 0.0030 0.0022 0.0037 0.0032 0.0023 0.0037
0.5 0.0055 0.0028 0.0040 0.0054 0.0030 0.0041
0.9 0.0015 0.0066 0.0070 0.0016 0.0070 0.0085
0.95 0.0010 0.0096 0.0092 0.0010 0.0096 0.0124
0.99 0.0004 0.0252 0.0206 0.0005 0.0220 0.0255

21 21 0 0.0032 0.0022 0.0038 0.0033 0.0023 0.0038
0.5 0.0053 0.0028 0.0040 0.0056 0.0030 0.0039
0.9 0.0015 0.0068 0.0076 0.0016 0.0071 0.0083
0.95 0.0009 0.0089 0.0093 0.0011 0.0101 0.0125
0.99 0.0004 0.0215 0.0188 0.0004 0.0211 0.0260
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5 Solution accuracy of dynamic models

In this section, we apply our discretization method to solve dynamic general
equilibrium models, namely a stochastic growth model of Brock and Mirman
(1972) and an asset pricing model of Lucas (1978). In order to evaluate the so-
lution accuracy, we numerically solve the models for which an analytical solution
is available.

5.1 Stochastic growth model

5.1.1 Model

Consider the plain-vanilla representative-agent stochastic growth model

maximize E0

∞
∑

t=0

βtu(ct)

subject to k0 given,

(∀t)ct + kt+1 = eztkαt + (1 − δ)kt,

where 0 < β < 1 is the discount factor, 0 < α < 1/β governs the returns to scale

of the production function, 0 ≤ δ ≤ 1 is capital depreciation, u(c) = c1−γ

1−γ
is the

constant relative risk aversion (CRRA) period utility function with relative risk
aversion coefficient γ (u(c) = log c if γ = 1), ct is consumption, kt is capital,
and zt is productivity, which is assumed to obey some Markov process. Let
st be the vector of exogenous state variables at time t, which includes zt. For
example, if zt obeys an AR(1) process, then st = zt. If zt is AR(p), then
st = (zt, zt−1, . . . , zt−p+1). For now, we do not impose any structure on st.

The equilibrium conditions of the model are given by:

(Euler equation) β Et

[

(ct+1/ct)
−γ(1 + αezt+1kα−1

t+1 − δ)
]

= 1,

(Resource constraint) ct + kt+1 = eztkαt + (1− δ) kt,

together with the appropriate transversality condition.
To evaluate the accuracy of our discretization method, we seek a specifica-

tion of the stochastic growth model that is analytically solvable. The following
proposition shows that when u(c) = log c and δ = 1 (full depreciation), then
there is a closed-form solution for the policy functions regardless of the under-
lying stochastic process.12

Proposition 5.1. Let u(c) = log c (log utility) and δ = 1 (full depreciation).
Then the value function has the form V (k, s) = α

1−αβ
log k + v(s) for some

function v, and the optimal consumption rule is ct = (1− αβ)eztkαt .

Proof. See Appendix.

5.1.2 Numerical solution

Except for the above special case, in general the stochastic growth model does
not admit a closed-form solution. Therefore we must numerically solve for the

12Sargent (1987) obtains a similar solution when the shock is i.i.d. normal.

18



policy functions kt+1(kt, st) and ct(kt, st), which map from the current levels of
capital and state, to the levels for next period’s capital and contemporaneous
consumption.

Since we wish to illustrate the general applicability of our method, we focus
on global solution methods, in particular the projection method by Chebyshev
collocation (Judd, 1992). To reduce the computational burden of repeated inte-
gration, it is common practice to compute a discrete approximation to the con-
tinuous, exogenous stochastic process in order to quickly evaluate conditional
expectations when solving the functional equation.

To save notation, for now assume that the only exogenous state variable
is technology, so st = zt. The idea of projection methods, and in particular
Chebyshev collocation, is to approximate the unknown policy functions using
Chebyshev polynomials as a basis. In particular, we approximate the policy
function for next period’s capital as

k̂t+1 (kt, zt; b) =

Nk
∑

i=1

Nz
∑

j=1

bijΨij (kt, zt) =

Nk
∑

i=1

Nz
∑

j=1

bijΨ̂i (kt) Ψ̃j (zt) ,

where {Ψij} is a set of basis functions and b is a vector coefficients to be deter-

mined. We solve for the coefficients {bij}Nk,Nz

i=1,j=1 which set the Euler equation

to exactly zero at each of the extrema of the (Nk − 1)-th order Chebyshev poly-
nomial (along the capital dimension) and the Nz technology grid points implied
by each discretization.13 This leads to an exactly identified system.

We approximate the conditional expectations operator in the Euler equa-
tion using the discrete approximations previously discussed. For a particular
discretization grid {zj}Nz

j=1 and transition matrix P , this translates into solving

for coefficients b = {bij} that satisfy

R (ki, zj ; b) = β

Nz
∑

k=1

[

(

ĉt+1

ĉt

)−γ
(

1 + αezk k̂t+1 (ki, zj ; b)
α−1 − δ

)

Pjk

]

− 1 = 0

for all i = 1, . . . , Nk and j = 1, . . . , Nz, where ĉt, ĉt+1 are consumption implied
by the policy functions.

In practice, one must restrict capital to lie on a bounded set,
[

k
¯
, k̄
]

, and

define a linear map (and its inverse) from
[

k
¯
, k̄
]

to [−1, 1], because the Cheby-
shev polynomials are only defined on the set [−1, 1]. We choose k

¯
= 0.7k∗ and

k̄ = 1.3k∗, where k∗ is the steady state value of capital implied by the model.
Capital effectively never leaves this region in equilibrium. We tried varying the
domain of approximation but it makes no material difference to the results. We
must do the same for technology but this is taken care of by our discretization.

5.1.3 Simulation exercises

One way to compare accuracy of the solution methods is to compare simulated
business cycle moments. To this end, we first discretize the technology process
with a grid of N = 9 points using the Tauchen, Rouwenhorst, and our method.

13Note that we only need to parameterize the policy function for next period’s capital,
because given kt+1 and the state variables, an expression for ct can be obtained from the
resource constraint.
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For our method (labeled FTTin Table 10), we consider two choices for the grid,
using quantiles or even-spaced points that span over

√
N − 1 standard devia-

tions around the mean. For the Tauchen method, we choose the grid to match
the unconditional variance exactly. Then, we numerically solve the model with
11 Chebyshev polynomials in the capital dimension and 9 for technology. We
use the parameter values in Table 9, which are the same as in Kopecky and Suen
(2010) except γ and δ in order to obtain an analytical solution. We also solve
the same model analytically using Proposition 5.1.

Table 9: Baseline calibration for stochastic growth model.

Parameter α β γ δ λ σu

Value 0.33 0.984 1 1 0.979 0.0072

Next, we generate a path of 5,010,000 observations (with 10,000 periods of
burn in) for the technology process and substitute them into the policy func-
tions for each solution/discretization method. Then we compute the sample
mean, standard deviation, kurtosis, and autocorrelation (1 lag) of capital, con-
sumption, output, investment, and the realized return on capital (computed as
1 − δ + αeztkα−1

t ). Finally, we compute the sample bias of the business cycle
statistics relative to the exact solution. That is, for a parameter of interest θ,
we compute

θ̂numerical
T

θ̂exactT

− 1,

where θ̂T is the relevant business cycle statistic of the sample. Table 10 shows
the simulation results.

We can make a few observations from Table 10. First, the Rouwenhorst
method outperforms the Tauchen method in the accuracy by 1 or 2 orders of
magnitude, which is already reported in Kopecky and Suen (2010). Second, our
method with an even-spaced grid (with

√
N − 1 standard deviations) reduces

the bias in the Rouwenhorst solution by about 50%, so in terms of accuracy
it is twice more accurate. Third, our method with a quantile grid actually
performs the worst. We conjecture the following two reasons for this result.
First, with a quantile grid with N points, the smallest grid point is the 1/2N
quantile, so with N = 9 it is the 100/18 = 5.5 percentile. Therefore in terms
of the standard deviation for the normal distribution, the grid points span over
slightly less than 2 standard deviations. Such a small grid will entirely miss
the tail behavior of the process, which might introduce biases in the numerical
solution. Second, since the quantile grid is not even-spaced but the distance
between points increases the further we move away from the center, once the
process hits the boundary point, there will be no points nearby. This will make
the approximation to the conditional distribution poor.

5.2 Asset pricing model

We next use a closed-form solution to a simple Lucas (1978)-type asset pricing
model obtained by Burnside (1998) to evaluate the solution accuracy.14

14Collard and Juillard (2001) and Schmitt-Grohé and Uribe (2004) also use this model in
order to evaluate the solution accuracy by the perturbation method.
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Table 10: Business cycle statistics bias of numerical solutions with N = 9 grid
points, relative to exact solution. k: capital, c: consumption, y: output, i:
investment, r: return on capital. All results scaled by 10−3.

k c y i r
Mean
FTT(quantile) -0.0358 -0.0004 -0.0119 -0.0358 1.3495
FTT(even-spaced 3σ) -0.0004 0.0000 -0.0001 -0.0004 0.0153
Rouwenhorst -0.0007 0.0000 -0.0002 -0.0007 0.0286
Tauchen -0.0137 -0.0001 -0.0045 -0.0137 0.5545
Standard deviation
FTT(quantile) -1.6032 -0.0039 -0.5487 -1.6032 1.6308
FTT(even-spaced 3σ) -0.0087 0.0000 -0.0028 -0.0087 0.0013
Rouwenhorst -0.0139 0.0000 -0.0045 -0.0139 0.0027
Tauchen -0.2793 -0.0004 -0.0935 -0.2793 0.1601
Kurtosis
FTT(quantile) -20.3908 0.2135 -7.8197 -20.3908 16.2318
FTT(even-spaced 3σ) -0.2604 0.0015 -0.0845 -0.2604 0.0004
Rouwenhorst -0.3871 0.0026 -0.1256 -0.3871 0.0012
Tauchen -5.0510 0.0356 -1.8008 -5.0510 0.6737
Autocorrelation (1 lag)
FTT(quantile) -0.0075 -0.0170 -0.0090 -0.0075 8.1475
FTT(even-spaced 3σ) 0.0000 -0.0001 0.0000 0.0000 0.0044
Rouwenhorst 0.0000 -0.0001 -0.0001 0.0000 0.0086
Tauchen -0.0004 -0.0026 -0.0014 -0.0004 0.7376

5.2.1 Model

Consider a representative agent with additive CRRA utility function

E0

∞
∑

t=0

βt c
1−γ
t

1− γ
,

where ct is consumption, β > 0 is the discount factor, and γ > 0 is the relative
risk aversion coefficient. The agent is endowed with aggregate consumption
{Ct}∞t=0, and can trade a risk-free asset and a stock in zero net supply. Let Dt

be the dividend to the stock, which is exogenous, and Pt be its price. By the
first-order condition, we have

C−γ
t Pt = β Et[C

−γ
t+1(Pt+1 +Dt+1)].

Multiplying both sides by Cγ
t /Dt and defining the price-dividend ratio Vt :=

Pt/Dt, we obtain

Vt = β Et[(Ct+1/Ct)
−γ(Dt+1/Dt)(Vt+1 + 1)].

Letting x1t = log(Ct/Ct−1) be the log consumption growth and x2t = log(Dt/Dt−1)
be the log dividend growth, we obtain

V (xt) = β Et[exp(α
′xt)(V (xt+1) + 1)], (5.1)
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where xt = (x1t, x2t) and α = (−γ, 1)′. When {xt} follows a VAR(1) process,
Burnside (1998) iterates (5.1) and obtains a closed-form solution as follows. In
order to be consistent with the notation in Section 3, let

xt = (I −B)µ+Bxt−1 + ηt,

where µ is the unconditional mean of {xt}, and ηt ∼ N(0,Ψ). Let

Ψ̃ = (I −B)−1Ψ(I −B′)−1,

Ψn =

n
∑

k=1

BkΨ̃(B′)k,

Cn = B(I −Bn)(I −B)−1,

Ωn = nΨ̃− CnΨ̃− Ψ̃C′
n +Ψn.

Then we have

V (x) =

∞
∑

n=1

βn exp

(

nα′µ+ α′Cn(x− µ) +
1

2
α′Ωnα

)

. (5.2)

In general, the infinite series (5.2) has to be approximated. Burnside (1999)
notes that truncating the series (5.2) may not be accurate when α is close to
zero since each term would have order βn, so for β close to 1 the truncation error
is substantial. A better way is to use the exact terms up to some large number
N , and for n ≥ N we can replace Cn,Ψn by their limits C∞ = B(I − B)−1,
Ψ∞ =

∑∞
k=1 B

kΨ̃(B′)k, and Ωn by

nΨ̃− C∞Ψ̃− Ψ̃C′
∞ +Ψ∞,

in which case the infinite sum can be calculated explicitly. The result is

V (x) ≈
N−1
∑

n=1

βn exp

(

nα′µ+ α′Cn(x− µ) +
1

2
α′Ωnα

)

+
rN

1− r
exp

(

α′C∞(x− µ) +
1

2
α′(Ψ∞ − C∞Ψ̃− Ψ̃C′

∞)α

)

, (5.3)

where r = β exp
(

α′µ+ 1
2α

′Ψ̃α
)

.

5.2.2 Calibration and experimental design

We calibrate the model at annual frequency. We set β to 0.95, or an annual
discount rate of 5%, which is relatively standard in the literature. The relative
risk aversion γ is 2, which is also relatively standard in the macro literature.

We consider two models. In the first model, the stock is modeled as a claim
to aggregate consumption, so Ct = Dt. We assume that consumption growth
xt = log(Ct/Ct−1) obeys the AR(1) process

xt = (1 − ρ)µ+ ρxt−1 + εt, ǫt ∼ N(0, σ2).

We choose the unconditional mean µ, autocorrelation ρ, and the unconditional
standard deviation σ/

√

1− ρ2 to match the values estimated in Bansal and Yaron
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(2004). They use annual data on real personal consumption expenditures per
capita (non-durables and services) from 1929–1998 to calibrate their model.
They show that over this sample period, the mean consumption growth is 1.8%
(µ = 0.018), and has an unconditional standard deviation of 2.9% (σ/

√

1− ρ2 =
0.029) and a first order autocorrelation coefficient of ρ = 0.49. However they do
mention that the autocorrelation coefficient is imprecisely estimated, and using
different sub-samples can lead to different values.

In the second model, the stock is in zero net supply and dividend need not
equal consumption. We assume that the vector of log consumption growth and
log dividend growth, xt = (log(Ct/Ct−1), log(Dt/Dt−1))

′, obeys the VAR(1)
process

xt = b+Bxt−1 + ηt, ηt ∼ N(0,Ψ).

We estimate the model parameters using the 1929–2009 data from Robert
Shiller’s website,15 and obtain the estimates

b =

[

0.0131
−0.0008

]

, B =

[

0.3694 −0.0372
0.5043 0.0905

]

, Ψ =

[

0.0008 0.0014
0.0014 0.0108

]

.

The experimental design is as follows. First, we solve each model analytically
and obtain the exact price-dividend ratio V (x) (we approximate the infinite sum
as in (5.3) using N = 10, 000). Next, we compute approximate solutions using
Chebyshev collocation and approximate integration schemes determined by our
method (even-spaced grid with

√
Nx − 1 standard deviations, quantile grid, or

Gauss-Hermite quadrature grid) and the methods of Rouwenhorst, Tauchen
(optimized), and Tauchen-Hussey. For the VAR(1) model, we compare our
method to those of Gospodinov and Lkhagvasuren (2014). We compute log10
relative errors defined by

log10 |V a(x)/V (x)− 1| , (5.4)

where V (x) is the true price-dividend ratio at x and V a(x) is the approximate
(numerical) solution corresponding to each method.

As an additional robustness check, for the AR(1) model we compute the
mean and maximum relative errors when the first order autocorrelation of con-
sumption growth (ρ) ranges between the baseline value of 0.49 and an upper
bound of 0.95. We calibrate the conditional standard deviation of the innovation
to consumption growth so that the unconditional standard deviation remains
at 2.9%.

5.2.3 Results

AR(1) model Figure 1 shows the graphs of log10 relative errors for the
AR(1) model with the baseline calibration when the number of grid points
are Nx = 9, 15, 21. (Since the grid differs across methods, the graphs are plot-
ted over the largest common grid across methods.) According to Figure 1a
(Nx = 9), except for the sharp trough in each method, our method with Gauss-
Hermite quadrature grid (labeled “FTT-Quad”) outperforms other methods,
with a relative error of about 10−10. The second best is the Tauchen-Hussey
method, with a relative error of about 10−7. Among the even-spaced grids (ours,

15http://www.econ.yale.edu/~shiller/data.htm
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Rouwenhorst, and Tauchen), our method performs best, with a relative error of
about 10−5, with the Rouwenhorst method close behind. The performance of
the quantile grid is poor (relative error of about 10−4), though better than the
original Tauchen method.

To better grasp the magnitude of these relative errors, consider an investor
having $1 million (106 dollars) to invest in the stock market. An investor who
uses the FTT-quadrature method to compute the stock price will make a mistake
of only 0.01 cents. Using the Tauchen-Hussey method, the mistake is 2.1 cents.
With even-spaced grids, the investor will make mistakes of $0.89, $2.96, and
$335 using the FTT-even, Rouwenhorst, and Tauchen methods. Finally, the
mistake for the quantile grid is $10.7.
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(a) Nx = 9.

−0.02 0 0.02 0.04 0.06
−16

−14

−12

−10

−8

−6

−4

−2

0

log consumption growth

lo
g 10

 r
el

at
iv

e 
er

ro
rs

 

 

FTT−ES
FTT−Quant
FTT−Quad

Rouwenhorst
Tauchen
T−H

(b) Nx = 15.
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(c) Nx = 21.

Figure 1: log10 relative errors of price-dividend ratio with various discretization
methods and number of points for the AR(1) model. “FTT-ES”, “FTT-Quant”,
“FTT-Quad” stand for our method with the even-spaced grid, quantile grid, and
the Gauss-Hermite quadrature grid. “Rouwenhorst”, “Tauchen”, and “T-H”
stand for the Rouwenhorst, Tauchen, and Tauchen-Hussey methods.

Next, consider increasing the number of grid points. According to Figures
1a–1c, the relative errors of the FTT-quadrature method remains at around
10−10, while the performance of the Tauchen-Hussey method and the even-
spaced methods improve. With Nx = 15, 21, the best performer is the Tauchen-
Hussey method. Although the FTT-quantile method improves on average, the
maximum error actually worsens.

Things dramatically change when we increase the persistence of the process.
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Tables 11 shows the mean and maximum relative errors when ρ is increased
from 0.49 to 0.95.16

According to Table 11, as we increase ρ, the average relative errors increase
for all methods. However, the performance of the Tauchen-Hussey method dete-
riorates quickly. With Nx = 9 and ρ ≥ 0.7, it is outperformed by FTT-even and
Rouwenhorst; with ρ ≥ 0.9, it is one of the worst performers, especially when
the number of grid points is small. The Tauchen-Hussey method is accurate
when the number of grid points is large, but even with Nx = 15, 21, it is outper-
formed by FTT-quadrature for ρ ≥ 0.6, 0.8, respectively. Since FTT-quadrature
is based on the Gauss-Hermite quadrature grid used in the Tauchen-Hussey
method, it is not surprising that its performance deteriorates faster than other
even-spaced methods. However, it remains the best performer up to ρ = 0.9. In-
terestingly, the FTT-even method is robust, and its performance remains good
regardless of the number of grid points or the persistence. Even with Nx = 9
points, it outperforms the Rouwenhorst and Tauchen methods with Nx = 21
points (except for the Rouwenhorst method with ρ = 0.95).

A general tendency from Figure 1 and Table 11 is as follows. (i) FTT-
quadrature performs well regardless of the number of grid points and persistence
up to 0.9. (ii) Tauchen-Hussey performs very well for low persistence, but
the performance quickly deteriorates as the process becomes more persistent
(ρ ≥ 0.6). (iii) Among even-spaced grids, the order of performance is FTT-even
> Rouwenhorst > Tauchen. When the process is highly persistent (ρ > 0.9),
FTT-even outperforms FTT-quadrature. (iv) FTT-quantile is poor.

VAR(1) model Figure 2 shows the graphs of log10 relative errors for the
VAR(1) model when the number of grid points in each dimension are N =
5, 9, 13. (We tried increasing the number of grid points, but the Chebyshev col-
location did not converge except for the case with FTT-even.) The left panels
show the sections of the graphs by fixing the consumption growth at the uncon-
ditional mean. The right panels fix the dividend growth at the unconditional
mean.

According to Figure 2, as in the AR(1) model, the quadrature-based meth-
ods (FTT-quadrature and Tauchen-Hussey) outperform even-spaced methods
(FTT-even, GL0, GL), which outperform the quantile grid. When the num-
ber of grid points is small (N = 5, Figure 2a), FTT-quadrature outperforms
Tauchen-Hussey, but the performance reverses when there are many points. In-
terestingly, the quadrature-based methods performs worse with N = 13 than
N = 9. As before, the even-spaced methods improves as the number of grid
points increases. Within even-spaced methods, FTT-even outperforms the GL
methods except for a few sharp troughs. For the VAR(1) model, the largest
eigenvalue is 0.256, so the process is not persistent. Based on our experience
with the AR(1) model, we conjecture that the performance of the quadrature-
based methods deteriorates as the persistence increases.

Since Figure 2 shows the sections of the graphs, it represents only a small
part of the grid. Table 12 shows the mean and maximum log10 errors over the
entire grid. The mean and maximum errors are similar for FTT-even, which
shows its robustness. On the other hand, the maximum errors are much larger

16Since the qualitative results remain very similar to the baseline for values of ρ < 0.49, we
omit them from the tables.
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Table 11: Mean and maximum log10 relative errors for the asset pricing model
with AR(1) consumption growth.

Nx ρ FTT-ES FTT-Quant FTT-Quad R Tauchen T-H
Mean log10 relative errors

9

0.49 -6.053 -4.971 -10.232 -5.529 -3.475 -7.671
0.6 -5.771 -4.600 -9.567 -5.139 -3.255 -5.825
0.7 -5.485 -4.215 -7.929 -4.734 -3.032 -4.417
0.8 -5.037 -3.737 -6.242 -4.237 -2.761 -3.187
0.9 -4.197 -3.038 -4.469 -3.541 -2.373 -2.035
0.95 -2.949 -2.591 -2.432 -3.066 -2.129 -1.507

15

0.49 -7.049 -5.104 -9.828 -5.722 -3.798 -12.004
0.6 -6.803 -4.744 -9.959 -5.330 -3.579 -9.521
0.7 -6.566 -4.372 -9.528 -4.925 -3.353 -7.061
0.8 -6.167 -3.906 -9.084 -4.426 -3.078 -4.828
0.9 -5.417 -3.157 -5.891 -3.728 -2.678 -2.792
0.95 -4.035 -2.638 -2.738 -3.201 -2.329 -1.819

21

0.49 -8.124 -4.413 -9.625 -5.847 -4.018 -13.130
0.6 -7.902 -4.241 -9.276 -5.455 -3.797 -11.938
0.7 -7.680 -3.558 -9.699 -5.049 -3.571 -9.807
0.8 -7.345 -3.375 -8.890 -4.552 -3.294 -6.584
0.9 -6.615 -2.971 -7.611 -3.852 -2.886 -3.599
0.95 -4.952 -2.372 -3.126 -3.323 -2.520 -2.204

Maximum log10 relative errors

9

0.49 -5.479 -4.398 -10.176 -4.981 -2.846 -7.163
0.6 -5.196 -4.015 -8.947 -4.593 -2.600 -5.470
0.7 -4.913 -3.615 -7.302 -4.187 -2.352 -4.033
0.8 -4.454 -3.117 -5.606 -3.684 -2.048 -2.673
0.9 -3.511 -2.376 -3.886 -2.959 -1.604 -1.370
0.95 -2.374 -1.889 -1.743 -2.414 -1.353 -0.813

15

0.49 -6.445 -4.516 -9.757 -5.180 -3.124 -11.600
0.6 -6.196 -4.136 -9.773 -4.791 -2.866 -9.096
0.7 -5.961 -3.740 -9.488 -4.384 -2.606 -6.644
0.8 -5.545 -3.240 -8.404 -3.879 -2.285 -4.304
0.9 -4.681 -2.430 -5.175 -3.147 -1.799 -2.064
0.95 -3.318 -1.818 -1.911 -2.529 -1.368 -0.972

21

0.49 -7.494 -1.220 -9.401 -5.310 -3.308 -12.929
0.6 -7.274 -1.311 -9.254 -4.921 -3.042 -11.698
0.7 -7.049 -0.183 -9.689 -4.513 -2.775 -9.361
0.8 -6.670 -0.395 -8.834 -4.007 -2.443 -6.036
0.9 -5.778 -0.707 -6.860 -3.271 -1.933 -2.827
0.95 -4.253 0.049 -2.219 -2.643 -1.467 -1.271
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(a) Nx = 5, fixed consumption.
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(b) Nx = 5, fixed dividend.
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(c) Nx = 9, fixed consumption.
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(d) Nx = 9, fixed dividend.
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(e) Nx = 13, fixed consumption.
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(f) Nx = 13, fixed dividend.

Figure 2: log10 relative errors of price-dividend ratio with various discretiza-
tion methods and number of points for the VAR(1) model. “FTT-ES”, “FTT-
Quant”, “FTT-Quad” stand for our method with the even-spaced grid, quan-
tile grid, and the Gauss-Hermite quadrature grid. “GL0” and “GL” stand for
the methods of Gospodinov and Lkhagvasuren (2014) with or without moment
matching.
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for the GL method. This is because as in Figure 2, the error curves for the GL
method wiggles around, so there are grid points with large errors.

Table 12: Mean and maximum log10 relative errors for the asset pricing model
with VAR(1) consumption/dividend growth.

N FTT-ES FTT-Quant FTT-Quad Tauchen-Hussey GL0 GL
Mean log10 errors
5 -3.486 -2.986 -6.381 -4.941 -2.686 -2.138
9 -4.114 -3.172 -8.939 -9.908 -2.447 -3.021
13 -4.771 -2.668 -6.633 -6.648 -2.526 -3.484
Maximum log10 errors
5 -3.180 -2.678 -5.426 -3.931 -0.967 -0.937
9 -3.725 -2.542 -8.640 -7.889 -0.706 -0.714
13 -4.322 0.421 -5.820 -5.871 -0.723 -0.710

6 Concluding remarks

This paper proposed a general methodology to discretize stochastic processes
by matching low order conditional moments. We found that our method out-
performs existing methods for approximating autoregressive processes in terms
of mean squared error and bias. When applied to solving simple stochastic
growth and asset pricing models, the solution accuracy excels those of existing
methods by many orders of magnitude. Oftentimes, our method gives more
accurate results than existing methods even with much fewer grid points, which
is important because in applications we cannot afford to use many grid points
due to the curse of dimensionality. However, we found that the accuracy cru-
cially depends on the choice of the grid: the quadrature-based grid performs
best but the performance worsens as we increase the persistence of the process;
the even-spaced grid gives moderate accuracy and is robust; the quantile grid
is poor and is not recommended.

A Proofs

Proof of Theorem 3.1. Let the true process be yt = Ayt−1 + εt and the ap-
proximating finite-state Markov chain denoted by

{

ydt
}∞

t=−∞
. By construction,

the transition probability matrix P = (pnn′) is a positive matrix (see (2.3)), so
the discretized process is stationary and ergodic. Define the discretized error
term εdt := ydt −Aydt−1.

First we prove that the method matches the unconditional moments. Since
by construction we match the conditional mean, we have

E
[

εdt
∣

∣ ydt−1

]

= E
[

ydt
∣

∣ ydt−1

]

−Aydt−1 = Aydt−1 −Aydt−1 = 0,

and hence E[εdt ] = 0. Taking the unconditional expectation of both sides of
ydt = Aydt−1 + εdt and using the stationarity of

{

ydt
}

, we get E[ydt ] = 0, so the
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method matches the unconditional mean. To compute the variance, note that

ydt (y
d
t )

′ = (Aydt−1 + εdt )(Ay
d
t−1 + εdt )

′

= Aydt−1(y
d
t−1)

′A′ +Aydt−1(ε
d
t )

′ + εt(y
d
t−1)

′A′ + εdt (ε
d
t )

′.

Since E
[

εdt
∣

∣ ydt−1

]

= 0 and the method also matches the conditional variance,
taking the conditional expectation we obtain

E
[

ydt (y
d
t )

′
∣

∣ ydt−1

]

= Aydt−1(y
d
t−1)

′A′ +D.

Taking the unconditional expectation, using the law of iterated expectations,
and noting that

{

ydt
}

is stationary, we get

Var[ydt ] = E
[

E
[

ydt (y
d
t )

′
∣

∣ ydt−1

]]

= AE[ydt−1(y
d
t−1)

′]A′ +D

= AVar[ydt−1]A
′ +D = AVar[ydt ]A

′ +D.

But the variance matrix of the true process {yt} satisfies the same equation.
Since the eigenvalues of A are less than 1 in absolute value, the solution is
unique. Therefore Var[ydt ] = Var[yt].

Let Γ(k) = E[yt+ky
′
t] be the true k-th order autocovariance matrix and

Γd(k) = E[ydt+k(y
d
t )

′] be that of the discretized process. Multiplying (ydt )
′ from

the right to both sides of ydt+k+1 = Aydt+k + εdt+k+1 and taking expectations, we

obtain Γd(k + 1) = AΓd(k). By iteration, we get Γd(k) = AkΓd(0). Similarly,
Γ(k) = AkΓ(0). Since

Γ(0) = Var[yt] = Var[ydt ] = Γd(0),

it follows that Γd(k) = Γ(k) for all k. Therefore our method matches all auto-
covariances of {yt}, and hence the spectrum.

To evaluate the k-step ahead conditional moments, note that

ydt+k = εdt+k + · · ·+Ak−1εdt+1 +Akydt .

Since
{

ydt
}

is a Markov process, we have

E
[

εdt+j

∣

∣ ydt
]

= E
[

E
[

εdt+j

∣

∣ ydt+j−1

] ∣

∣ ydt
]

= 0

for any j ≥ 1. Therefore E
[

ydt+k

∣

∣ ydt
]

= Akydt , so the k-step ahead conditional
mean is exact. The proof for the conditional variance is analogous.

Proof of Proposition 3.2. Let D = {x̄n}Nn=1 be the set of grid points and
M = maxn |x̄n|. Suppose xt−1 = x, where x ∈ D. By symmetry, without
loss of generality we may assume x ≥ 0. Then the conditional first and second
(uncentered) moments of xt are ρx and (ρx)2 + 1, respectively. The moment
defining function is T (x) = (x, x2). By Theorem 2 of Tanaka and Toda (2013),
it suffices to show that (ρx, (ρx)2 + 1) ∈ int coT (D).

Define the points P = (M,M2), Q = (−M,M2), X = (x, x2), and X ′ =
(ρx, (ρx)2 + 1). If x = M , in order for X ′ ∈ coT (D) it is necessary that X ′ lies
below the segment PQ, so we need

(ρM)2 + 1 ≤ M2 ⇐⇒ M ≥ 1
√

1− ρ2
,
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which is condition (i) in Proposition 3.2. Therefore X ′ lies below PQ. Now
take any x ∈ D and set µ = ρx. Take two grid points a1 < a2 ∈ D such that
µ ∈ [a1, a2]. Let A1 = (a1, a

2
1) and A2 = (a2, a

2
2). If X ′ lies above the segment

A1A2, then X ′ is in the interior of the quadrilateral A1A2PQ, which is a subset
of coT (D). Therefore it suffices to show that X ′ lies above A1A2. The equation
of the straight line A1A2 is

y =
a22 − a21
a2 − a1

(x− a1) + a21 = (a1 + a2)(x− a1) + a21.

Therefore X ′ lies above A1A2 if and only if

µ2 + 1 > (a1 + a2)(µ− a1) + a21 ⇐⇒ (µ− a1)(a2 − µ) < 1. (A.1)

First, consider the case in which the maximum distance between neighboring
points is d < 2. Take a1, a2 as neighboring points. By the arithmetic mean-
geometric mean inequality, we have

(µ− a1)(a2 − µ) ≤
(

(µ− a1) + (a2 − µ)

2

)2

=

(

a2 − a1
2

)2

≤ (d/2)2 < 1,

so (A.1) holds. Next, we show (3.5). Setting a2 = x and µ = ρx in (A.1) and
solving the inequality, a sufficient condition for existence is

ρx = µ ≥ a1 > ρx− 1

(1 − ρ)x
,

which is (3.5) by setting x = x̄n and a1 = x̄n′ .

Proof of Corollary 3.3. Since the grid {x̄n}Nn=1 spans from −M to M and is

even-spaced, the grid size is d = 2M
N−1 . Suppose that M > σ = 1/

√

1− ρ2, so
condition (i) of Proposition 3.2 holds. By Proposition 3.2, a solution exists if

2 > d =
2M

N − 1
⇐⇒ M < N − 1 = σ

√

1− ρ2(N − 1). (A.2)

Otherwise, a solution exist if (3.5) holds for all n such that x̄n > 0. Since the
left-hand side is a decreasing function of x̄n, the existence condition holds if

1

(1− ρ)M
> d =

2M

N − 1
⇐⇒ M <

√

N − 1

2(1− ρ)
= σ

√

1 + ρ

2
(N − 1). (A.3)

Combining (A.2) and (A.3), a solution exists if

M < σmax

{

√

1 + ρ

2
(N − 1),

√

1− ρ2(N − 1)

}

.

Since the first term inside the max is increasing in ρ and the second term
is decreasing, the right-hand side attains the minimum when the two terms
are equal. By solving the equation, this is the case when ρ = 1 − 1

2(N−1) .

Substituting this ρ, a solution exist if M < σ
√

N − 5/4.
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Proof of Proposition 5.1. The proof is by guess-and-verify. Guess that the
value function is of the form

V (k, s) = b log k + v(s),

where b > 0 and v(s) is some function. Substituting into the Bellman equation,
we get

b log k + v(s) = max
c

[log c+ β E [b log(ezkα − c) + v(s′) | s]] .

The first-order condition with respect to c is

1

c
− βb

1

ezkα − c
= 0 ⇐⇒ c =

ezkα

1 + βb
.

Substituting into the Bellman equation and comparing coefficients of log k, we
get

b = α+ αβb ⇐⇒ b =
α

1− αβ
.

Therefore the optimal consumption rule is

c =
ezkα

1 + βb
= (1− αβ)ezkα.

Then the Bellman equation simplifies to

v(s) =
z

1− αβ
+ log(1− αβ) +

αβ

1− αβ
logαβ + β E [v(s′) | s] .

Let (Tv)(s) be the right-hand side of the above equation. Since 0 < β < 1, it
is easy to show that the operator T satisfies Blackwell (1965)’s condition for a
contraction. Therefore there exists a unique fixed point v of T , and the value
function is V (k, s) = α

1−αβ
log k + v(s).
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